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Montréal, Québec, Canada

hallett@mcb.mcgill.ca

Jens Lagergren
Stockholm Bioinformatics

Centre
Dept. of Numerical Analysis
and Computer Science, KTH

Stockholm, Sweden

jensl@nada.kth.se

Ali To�gh
Stockholm Bioinformatics

Centre
Dept. of Numerical Analysis
and Computer Science, KTH

Stockholm, Sweden

alix@nada.kth.se

ABSTRACT
This paper introduces a combinatorial model that incor-
porates duplication events as well as lateral gene transfer
events (a.k.a. horizontal gene transfer events). To the
best of our knowledge, this is the �rst such model contain-
ing both of these events. A so-called dt-scenario is used to
explain di�erences between a gene treeT and species trees
S. The model is biologically as well as mathematically
sound. Among other biological considerations, the model
respects the partial order of evolution implied by S by de-
manding that the dt-scenarios are \acyclic". We present
�xed parameter tractable algorithms that count the min-
imum number of duplications and lateral transfers, and
more generally can compute the set of pairs (t; d) where
d is the minimum number of duplications required by any
explanation that requires t lateral transfers. This allows
us to also compute a weighted parsimony score. We also
show how gene loss events can be incorporated into our
model. We also give anNP -completeness proof which sug-
gests that the intractability is due to the demand that the
dt-scenarios be acyclic. When this condition is removed,
we can show that the problem is computable in polyno-
mial time via dynamic programming. By generating \syn-
thetic" gene and species trees via a birth-death process,
we explored the capacity of our algorithms to faithfully re-
construct the actual number of events taken place. The
results are positive.
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1. INTRODUCTION
Recent �ndings have reinforced the view that evolu-

tionary relationships between taxa (i.e. the species trees)
cannot be inferred from a single gene family (i.e. a single
gene tree) due to evolutionary events such asgene duplica-
tion , gene loss, gene convergence, and lateral gene transfer
[6, 7, 8, 9, 10, 12, 13, 14, 15, 16, 17, 18]. Such �ndings have
also motivated the genomics community to determine how
ubiquitous these events are throughout evolution. This
paper is primarily concerned with answering these ques-
tions w.r.t. gene duplication events and lateral gene trans-
fer events (a.k.a. horizontal transfer events).

Given a hypothetically correct species tree S and a
hypothetically correct gene tree T that are not necessarily
equal, the goal is �nd the minimum number of duplica-
tions and lateral transfers necessary to explain this \dis-
agreement". This allows us to identify vertices of T that
corresponds to duplications and arcs of T that corresponds
to lateral transfers together with information about where
in S these transfers occurred. Our model is essentially
an extension of two previous models: the duplication, loss
model and the lateral gene transfer model. We brie
y re-
view both these models before proceeding.

One of the earliest studied model is focused ondu-
plication, loss events. The model is introduced in [6] and
subsequently studied in [7, 8, 17, 18]. Here a species treeS
and a gene treeT are given. Via a (computationally easy)
least common ancestor mapping from the vertices of T to
the vertices of S, it is possible to identify all vertices in
T that correspond to duplication events and locate where
they occur in the evolution represented by S. Given the
location of all duplications in S, it is also easy to identify
all gene loss events. A similar model has been developed
for mappings between host and parasite trees [3].

In [9, 10], we construct a model for lateral gene trans-
fer in a manner analogous to the duplication, loss model.



Here we are again given a hypothetically correct species
tree S and a hypothetically correct gene tree T . The goal
is �nd a scenario that requires the minimum number of lat-
eral transfer events necessary to explain \disagreements"
betweenT and S. The framework allows us to identify arcs
of T that correspond to lateral transfers, and to identify
where in S these transfers occur. An important parameter
in this model is the maximum allowed number of simulta-
neously active genes in the genome of a taxon. We term
this upper bound the activity level of a scenario. We expect
the activity level to be small in practice.

In [9, 10], e�cient algorithms are given to solve this
problem when the number of lateral transfers and the ac-
tivity level are �xed. This work was inspired by earlier at-
tempts to use generalized evolutionary models to allow for
lateral transfers such as the network model [11, 19]. This
work in turn inspired several papers examining the sub-
tree transfer operation on leaf labeled trees [4, 5, 12, 13].
The motivation for our lateral transfer model is two-fold:
(i) computational problems that ask to �nd the minimum
number of subtree transfer operations between two trees
are likely intractable (the NP -completeness of this prob-
lem remains open due to a 
aw in the proof in [13]), and
(ii) the subtree transfer model allows for explanations of
the disagreement between gene tree and species tree that
do not necessarily make sense.

This paper formulates a model for the simultaneous
identi�cation of duplication and lateral transfer events.
The given gene tree T is mapped into the given species
tree S as in both the duplication/loss and lateral trans-
fer models describe above by a mapping satisfying certain
conditions. This mapping is called a dt-scenario; it is bi-
ologically sound - it captures many important aspects of
the biological reality - and also mathematically sound - the
de�nition is precise. In the model, there is no limit on the
number of simultaneously existing genes, i.e. the activity
level.

We give FPT (�xed parameter tractable) algorithms
to compute the minimum number of duplications and lat-
eral transfers, and more generally to compute the set of
pairs (t; d) where d is the minimum number of duplica-
tions required by any dt-scenario that requires t lateral
transfers. This is a natural parameterization of this prob-
lem (we expect the number of such events to be relatively
small in comparison to the number of species examined)
and allows allows us to also compute a weighted parsi-
mony score. Figure 1 (Appendix) gives an example of the
cost of duplication and transfer events. We also give an
NP -completeness proof that suggests that the problem is
intractable due to the demand that the dt-scenarios must
be acyclic (essentially that they respect the partial order
implied by the species tree S). When the acyclicity condi-
tion is dropped, we can show that the problem is solvable
in polynomial time via dynamic programming. In a pre-
vious paper [1], we show using arti�cial gene and species
trees created via a simulation of evolution, that in 10 ; 000
cases, we never encountered a gene and species tree that
is cyclic for lateral transfer events alone. If an analogous
result also holds in the presence of duplications, then the
omission of the acyclicity assumption is safe.

We have implemented our algorithms and performed
experiments on synthetic data. For species trees with leaf
sets of size 10; 20; : : : ; 100, our framework predicts the ex-

act set of lateral transfer events and duplications greater
than 70% of the time when the size of the leaf set is rela-
tively large in comparison to the number of lateral trans-
fers, gene losses, and duplications. If we allow 2 false pos-
itive or false negatives, this percentage increases to over
95%. Although it is easy to construct examples where lat-
eral transfers can e�ectively \cancel" other lateral trans fers
and lateral transfers can \cancel" duplications, the algo-
rithm predicted the correct number of duplications and
lateral transfers in more than 75% of the instances.

The organization of this paper is as follows. Section 2
introduces our notation and de�nitions. Section 3 gives
our model for duplications and lateral gene transfer. In
the following section, we state and brie
y comment on our
NP-completeness result. In Section 6, we give the dynamic
programming algorithm for a special case of duplications
and lateral transfers identi�cation problem. Section 8 de-
scribes experimental results from the application of our
algorithms to \synthetic" data. Section 7 brie
y discusses
how gene loss events can be incorporated into our model.
Section 9 lists a number of open problems and future di-
rections.

2. DEFINITIONS
We consider rooted directed trees where the arcs are

directed from the root towards the leaves and a vertex has
out-degree at most 2. We call such a tree a rooted tree.
For such a tree T , V (T ) denotes the set of vertices and
A(T ) denotes the set of arcs. The leaves ofT are denoted
by L (T ) and the internal vertices of T are V (T ) n L (T ).
The root of a tree T is denoted r (T ). We refer to the
distinct vertices u; u0 such that hv; ui ; hv; u0i 2 A(T ) as the
children of v in T . The parent of a vertex v 2 V (T ) is
denoted pT (v).

Both a gene treeand a species treeare binary rooted
directed trees. For a vertex v of V (T ), the number of arcs
incident to v is denoted by d� (v) and the number of arcs
incident from v is denoted by d+ (v). A rooted forest F is
a union of disjoint rooted trees. The label of a leaf in a
gene treeT is determined by a (given) function � : L (T ) !
L (S). Two or more leaves of a gene tree may be mapped
to the same leaf in L (S). As a shorthand, we write � (X )
to mean f u 2 L (S) : � (x) = u; x 2 X g, for X � L (T ).

For u 2 V (F ), any vertex v reachable from u by a
directed path is a descendant of u (this means that u is
a descendant of u). We denote this by v � F u. We also
say that u is an ancestor of v (u � F v). We say that
v is a proper descendant (proper ancestor) of u, if v � F u
(v � F u) and v 6= u and denote this relationship by v < F u
(v > F u). Two vertices u; v 2 V (F ) are incomparable in F ,
if u 6�F v and v 6�F u. We say that a set of vertices V 0 �
V (F ) is an anti-chain i� all elements of V 0 are pairwise
incomparable.

Let T be a rooted tree. For a set U � V (T ), T [U]
denotes the forest of subtrees induced by U and equals
T n (V (T ) n U). For a vertex u 2 V (F ), let Fu be the
rooted subtree of F induced by all descendants of u in
V (F ). Let L (Fu ) denote the set of leaves in Fu .

For X � L (T ), the least common ancestorof X in T ,
written lcaT (X ), is de�ned as follows: if X = f vg, then
lcaT (X ) = v; otherwise, lcaT (X ) is the vertex v such that
X � L (Tv ) but X 6� L (Tu ) for each proper descendant u
of v. For U � V (T ), let TU be the subtree of T rooted at



lcaT (U). We let L (TU ) be the subset of L (T ) in TU . Let
F be a forest and S a species tree such thatL (F ) = L (S).
The mapping � F;S : V (F ) ! V (S) is de�ned as follows:
� F;S (v) = lcaS (� (L (Fv ))).

A mixed graph G is a graph containing arcs as well
as undirected edges. The arcs ofG are denoted A(G),
the edges are denotedE (G), and the vertices are denoted
V (G). If G is a mixed graph and A is a set of arcs, then
G[ A is used to denote the mixed graph with arcs A(G)[ A,
E (G), and vertices V (G). For a set of edgesE , G [ E is
de�ned similarly. If, for all partitions A; B of V (G) where
A; B 6= ; , it is the case that there exists an arc or edge
with one end-point in A and one end-point in B , then the
mixed graph G is connected. A directed mixed cycle is a
connected mixed graph where each vertex has total degree
2, which contains arcs or edges, and where the cycle can
be traversed so that direction of each arc is respected (an
edge, however, may be traversed in either direction). If A is
a set of arcs, then E(A) denotes the underlying undirected
edges, i.e. E(A) = f (u; v) : hu; vi 2 Ag: Similarily, for a
mixed graph M , E(M ) denotes E(A(M )). Let T be a gene
or species tree. For u; v 2 V (T ), let P T

u;v be the unique
(undirected) path between u and v in T . A path P in a
graph G avoids a setU � V (G) if and only if V (P ) \ U = ; .

When comparing pairs of integers, (a; b) � (c; d) if
and only if a � c and b � d. By minimal pairs we mean
minimal pairs w.r.t. the partial order � .

3. SCHEMES AND SCENARIOS
Let S be a species tree andT be a gene tree. Follow-

ing [9], we introduce lateral transfer schemes (or, simply
schemes). Basically, schemes allow us to show where lat-
eral transfers have taken place in S. This is important
since it allows us to determine whether a set of lateral
transfers respects the partial order implied by the species
tree S. For instance, if x and y are two � S -incomparable
vertices of S, then a lateral transfer from above x to below
y and a lateral transfer from above y to below x are tem-
porally inconsistent. Since lateral transfers occur between
simultaneously existing species, it is not possible that a
species that exists previous to x existed simultaneously as
a species that exists after speciesy and vice versa. More
generally, any cycle of such relations is forbidden.

A lateral transfer e�ects two arcs hx; y i , hx0; y0i of S
and one arc hu; vi of T . Some portion of the evolution
represented by hu; vi occurs along hx; y i in S, the transfer
occurs, and the remaining portion of evolution occurs along
hx0; y0i in S. To model this, we subdivide both arcs in S
and place an arc in the direction of the transfer between
the newly created vertices. A duplication e�ects one arc
hx; y i in S and one vertex u from T . To model this, we
place u in a special set D containing all duplications.

Definition 1. A lateral transfer scheme for a species
tree S is a pair (S0; A 0) where S0 is a subdivision of S and
A0 � fh x; y i : x; y 2 V (S0) n V (S); x 6= yg such that:
(1) the mixed graph S0 [ E (A0) does not contain a directed
mixed cycle,
(2) the tail of each arc in A0 has in-degree 1 and out-degree
2 in S0 [ A0, and
(3) the head of each arc in A0 has in-degree 2 and out-
degree 1 in S0 [ A0.

3.1 Scenarios for lateral transfers
In this subsection, we give the new activity free model

for lateral transfers. We �rst de�ne the mapping of a gene
tree into a subdivision of a species tree. This mapping
describes how the gene tree has evolved and which arcs of
the gene tree corresponds to lateral transfers. Condition 2,
3, and 4 guarantee that the gene tree T exists within the
species treeS and that the direction of arcs in T agrees
with the direction of arcs in S. Our de�nition of scenario is
complicated by the possibility that there has occurred lat-
eral transfer previous to the root of the species tree. This
observation gives rise to Condition 3. Without this com-
plication, g(r (S) would be a singleton set containing the
root of the gene tree and Condition 3 could be removed.
On �rst reading, we recommend making this assumption.
Figure 2 (a) and (b) (included for the reader in the Ap-
pendix) depict a gene tree T and a species treeS. Figure 2
(c) depicts a possible schemeS0 and a scenario using one
lateral transfer.

Definition 2. A t-scenario (lateral transfer scenario)
for a species treeS and a gene treeT is a triple (S0; A 0; g)
where (S0; A 0) is a lateral transfer scheme for S and g :
V (S0) ! 2V ( T ) is a function such that:

1. T [g(r (S0))] is connected and r (T ) 2 g(r (S0)) ;

2. if v1 and v2 are distinct children of v0 in T and
v1 ; v2 =2 g(r (S0)) , then there exists x0 with distinct
children x1 and x2 in S0 [ A0 s.t. (1) vi 2 g(x i ), for
i = 0 ; 1; 2, and (2) x i is the � S 0-maximal vertex such
that vi 2 g(x i ) for i = 1 ; 2;

3. if v1 and v2 are children of v0 in T , v1 2 g(r (S0)) ,
and v2 =2 g(r (S0)) , then there exist a child x of r (S0)
in S0 s.t. v2 2 g(x);

4. for each v 2 V (T ), the vertices f x 2 V (S0) : v 2
g(x)g induce a directed path in S0;

5. g(x) is a � T -antichain, for each x 2 V (S0) n f r (S0)g;

6. l 2 g(� (l )) , for all l 2 L (T ).

We refer to g(x) as the bag of x. The arcs of

fhu; vi 2 A(T ) : 9hx; y i 2 A0; u 2 g(x); v 2 g(y)g

are called the lateral transfers of T w.r.t. ( S0; A 0; g). The
cost of (S0; A 0; g) w.r.t. T is

X

hx;y i2 A 0

jfh u; vi 2 A(T ) : u 2 g(x); v 2 g(y)gj +

jV (T [g(r (S0))]) n L (T [g(r (S0))]) j:

That is, it equals the number of lateral transfers plus the
number of internal vertices of the subtree of T induced by
the bag of the root of S. The latter term in this summation
corresponds to the number of lateral transfers that have
occurred \previous" to the root. The t-cost of S and T is
the minimum cost of any t-scenario ( S0; A 0; g) for S and T .

3.2 Scenarios for duplications and lateral
transfers

This subsection gives the new activity free model for
duplications and lateral transfers. Analogous to the case
of lateral transfers, we de�ne the mapping of the gene tree
into a scheme (a subdivision of the species treeS) that



Figure 1: Figure (a) depicts a gene T and species tree S. Figure (b) informally depicts the evolution
of the gene tree T within the species tree S. The black \pipes" represent the evolution of the species
f A; : : : ; F g and the thin lines represent the evolution of the gene family represented by T . Here only one
duplication is needed to explain the disagreements between T and S. If only lateral transfers are allowed,
the minimum explanation requires 2 such events. Figure (c) and (d) give a second example where th e
minimum explanation of the disagreements between T and S requires just a single lateral transfer. If only
duplications are allowed, the minimum cost is 2.

Figure 2: (a) A gene tree T , (b) A species tree S. Note that T and S disagree. (c) depicts a possible
scheme S0 and scenario that explains the disagreements between T and S using one lateral transfer. The
single arc in S0 but not in S is contained in A0. Also note how vertex AC 2 V (T ) is contained in the newly
created vertex x in S0; the children of AC are placed in bags consistent with condition (2) of De�nitio n 3.
(d) depicts another possible scheme S0 and scenario that uses a single duplication (located at vert ex x of
S0).



describes how the gene tree has evolved, which arcs of the
gene tree corresponds to lateral transfers, and also which
vertices corresponds to duplications. The set of such du-
plications is denoted D . The technical conditions below
are similar to those of the previous de�nition, but contains
some additional requirements to handle duplications. If
a gene tree vertex u associated with a species tree vertex
x was created because of the speciationx, i.e. the bifur-
cation u was caused by the speciation represented byx,
then the children of u should be associated with di�erent
children of x. However, if a gene tree vertex u associated
with a species tree vertex x represents a duplication this
is no longer true. In this case, our model says that the
duplication represented by u occurred after the speciation
represented by x (along the lineage from x to one its two
children. Here the children of u are associated with exactly
one child of x. These ideas are captured by Condition 2.
Figure 2 (a) and (b) (included for the reader in the Ap-
pendix) depict a gene tree T and a species treeS. Fig-
ure 2 (c) depicts a possible schemeS0 and a scenario using
one lateral transfer, while Figure 2 (d) depicts a possible
schemeS0 and a scenario that uses one duplication.

Definition 3. A dt-scenario (duplication and lateral trans-
fer scenario) for a species tree S and a gene tree T is a
quadruple (S0; A 0; D; g) where (S0; A 0) is a lateral transfer
scheme for S, D � V (T ), and g : V (S0) ! 2V ( T ) is a
function such that:

1. T [g(r (S0))] is connected and r (T ) 2 g(r (S0)) ;

2. if v1 and v2 are distinct children of v0 =2 D in T and
v1 ; v2 =2 g(r (S0)) , then there existsx0 with children x1

and x2 in S0[ A0 s.t. (1) vi 2 g(x i ), for i = 0 ; 1; 2, (2)
x1 = x2 , v0 2 D , and (3) x i is the � S 0-maximal
vertex such that vi 2 g(x i ) for i = 1 ; 2;

3. if v1 and v2 are children of v0 in T , v1 2 g(r (S0)) ,
and v2 =2 g(r (S0)) , then there exist a child x of r (S0)
in S0 s.t. v2 2 g(x);

4. for each v 2 V (T ), the vertices f x 2 V (S0) : v 2
g(x)g induce a directed path in S0;

5. g(x) is a � T -antichain, for each x 2 V (S0) n f r (S0)g;

6. l 2 g(� (l )) , for all l 2 L (T ).

The duplication cost of (S0; A 0; D; g) is jD j. The lat-
eral transfer cost of (S0; A 0; D; g) w.r.t. T is

X

hx;y i2 A 0

jfh u; vi 2 A(T ) : u 2 g(x); v 2 g(y)gj:

The dt-cost of S and T is the minimum cost of any dt-
scenario (S0; A 0; D; g) for S and T . The dt-cost set for S
and T is the set of minimal pairs among all pairs ( t; d)
such that there exists a dt-scenario (S0; A 0; D; g) for S and
T with lateral transfer cost t and duplication cost d.

4. A FIXED PARAMETER ALGORITHM
FOR THE DT­COST SET PROBLEM
In this section, we describe an FPT algorithm for the

dt-Cost Set problem. We proceed by identifying forbid-
den con�gurations that de�nitely cannot remain in a �nal
solution. In our case, the forbidden con�gurations are fat
vertices. A candidate is a partial solution, formally de�ned

as a pair (D; F ) where (1) D � V (T ) (the duplications)
and (2) F � T is a directed forest without isolated ver-
tices such that d+

F (v) � 1 for all v 2 V (F ) (F represents
the set of arcs in T that correspond to transfers). The
empty candidate is the pair ( ; ; ; ). Our algorithm will start
with the empty candidate and expand it in a search tree
like manner. Fat vertices that remain w.r.t. a candidate
can be removed by moves. Each move represents a lateral
transfer or a duplication. We show that the moves intro-
duced below areforced, in the sense, that at least one must
be performed to obtain a solution. The cost of a candidate
(D; F ) is jD j + jA(F )j; we usej(D; F )j to denote the cost.
In this section, we let c be a �xed maximum cost, i.e. this
is the parameter that the complexity will depend on.

Notice that if v is � T -minimal in � � 1
T nF;S (x), then

v has outdegree 2 in T n F . We will prove below that
any vertex u with outdegree two in T n F will, in any
dt-scenario corresponding to (D; F ), belong to the bag of
� T nF;S (u). Since, bags by the de�nition of dt-scenario
must be � T -antichains, we must make sure not to have
two � T -comparable vertices that are mapped to the same
vertex by � T nF;S . The moves we de�ne below are inspired
by this observation. This observation is used below to show
that they are forced moves.

Definition 4. A vertex x 2 V (S) is fat for a candidate
(D; F ) if one of the following holds

(i) there are u; v 2 � � 1
T nF;S (x) such that: u is � T -minimal

in � � 1
T nF;S (x), v =2 D has out-degree2 in T n F , u < T

v, and, moreover, v is � T minimal among all ver-
tices satisfying the previous conditions. If all these
conditions hold and e1 and e2 are the two outgoing
arcs of u, then e1 ; e2 ; v are moves at u for (D; F );

(ii) there are u; v 2 � � 1
T nF;S (x) such that: u < T v, u 2 D ,

and v =2 D . If these conditions hold, then v is a move
at u for (D; F ).

In (i) of De�nition 4, e1 and e2 correspond to lateral trans-
fers whereasv corresponds to a duplication. In (ii), the
only case to consider is to make v a duplication. In ei-
ther case, we refer to the operations of making an edge
or a vertex a lateral transfer or duplication a move. More
formally, the candidate obtained from (D; F ) by making
move v at u, u; v 2 V (T ), is (D [ f vg; F ) and the candi-
date obtained from (D; F ) by making move hu; vi 2 A(T )
is (D; F [ fh u; vig ). Only moves are ever applied to a can-
didate ( D; F ). Figure 3 gives an example of these moves.
A candidate ( D; F ) is acyclic if and only if there is a dt-
scenario (S0; A 0; D; g) of cost � c for S and T with lateral
transfers A(F ). (Intuitively, the candidate has to satisfy
all of the conditions of De�nition 3. If it does, then we are
guaranteed that there does not exist a cycle.) A candidate
is cyclic, if it is not acyclic.

The following is our FPT algorithm for the dt-Cost
Set problem with total cost c as the parameter.
Let C be a queue initially containing one empty candidate
and let X = ; . We repeat the following until Q = ; .

1. Dequeue (D; F ) from queue Q.

2. Let m1 ; : : : ; m k be moves for (D; F ), and let ( D i ; F i )
be the candidate obtained from ( D; F ) by making
m i , for i = 1 ; : : : ; k.
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Figure 3: (i) A fat vertex X . (ii) Move e1 . (iii) Move e2 . Both (ii) and (iii) correspond to lateral transfers.
(iv) Move v corresponds to the postulation of a duplication event.

3. For each candidate (D i ; F i ), we repeat the following.
If there is a fat vertex for ( D i ; F i ) and j(D i ; F i )j < c ,
let Q  Q [ f (D i ; F i )g. Otherwise, if there is no fat
vertex in ( D i ; F i ), let F 0

i be the minimum size set of
arcs such that (D; F i [ F 0

i ) is acyclic (how to compute
F 0

i is described in Subsection 4.1). If j(D; F i [ F 0
i )j �

c, let X  X [ f (D; F i [ F 0
i )g.

After execution X contains all dt-scenarios of cost � c. A
candidate (D; F ) is promising if and only if there is a dt-
scenario (S0; A 0; D 0; g) of cost � c for S and T with lateral
transfers F 0 such that D � D 0 and A(F ) � F 0. The empty
candidate is clearly promising for an instance with dt-cost
at most c. It is important that when making moves on a
promising candidate, at least one of the resulting candi-
dates is promising. Disregarding the cycle detection and
cycle cutting the algorithm has complexity O(3cn2).

Definition 5. Let C be a candidate andC1 ; : : : ; Ck the
candidates obtained from C by making movesm1 ; : : : ; mm ,
respectively. The movesm1 ; : : : ; m k are alternative forced
moves if the following holds: C is promising if and only if
at least one of C1 ; : : : ; Ck is promising.

We will now prove two technical lemmas. After these
technical lemmas follows the wanted lemma, saying that
the above de�ned moves are in fact forced moves. By the
de�nition of a dt-scenario, in any dt-scenario ( S0; A 0; D; g),
any vertex of the gene tree appears in the bags of the ver-
tices of a directed path of the subdivision S0. This prop-
erty can be extended to paths of the gene tree. For each
u 2 V (T ), let g� 1

max (u) and g� 1
min (u) denote the � S 0 maxi-

mal vertex x and the � S 0 minimal vertex x, respectively,
such that u 2 g(x).

Lemma 1. Let (S0; A 0; D; g) be a dt-scenario for S and
T with lateral transfers F , jF j � c. If P is a directed u; v-
path in T n F , then S0[f x : g(x) \ V (P ) 6= ;g ] is a directed
g� 1

max (u); g� 1
min (v)-path in S0.

Proof. (By induction on the length of P .) If P has
length 0, i.e. u = v, then the statement follows from
Condition 4 in De�nition 3. Let P = u1 ; : : : ; uk , where
u = u1 and v = uk . For Q = u2 ; : : : ; uk , it holds by
induction that S0[f x : g(x) \ V (Q) 6= ;g ] is a directed
g� 1

max (u2); g� 1
min (uk )-path in S0. Conditions 2 and 4 of De�-

nition 3 imply that g� 1
max (u2) is a child of g� 1

min (u1) and that
S0[f x : u1 2 g(x)g] is a directed g� 1

max (u1); g� 1
min (u1)-path in

S0. Hence, it follows that S0[f x : g(x) \ V (P ) 6= ;g ] is a
directed g� 1

max (u); g� 1
min (v)-path in S0.

Assume that (S0; A 0; D; g) is a dt-scenario for the can-
didate ( D; F ), i.e. (S0; A 0; D; g) has transfers A(F ). The
mapping � T nF;S can be seen as the initial seed tog and

it contains a lot of information about g. For instance, it
points out the � S 0-minimal vertex that a vertex of outde-
gree two in T n F belongs to.

Lemma 2. Let (S0; A 0; D; g) be a dt-scenario for S and
T with lateral transfers F , jF j � c. For each v0 satisfying
d+

T nF (v0) = 2 and v0 =2 D , it holds that v0 2 g(� T nF;S (v0)) .

Proof. Let v1 and v2 be di�erent children of v0 in T nF .
For i = 1 ; 2, let l i be a leaf vertex which is a descendent
of vi in T n F and let Pi be the directed vi ; l i -path in
T n F . Since v0 =2 D it follows from Condition 2 of Def-
inition 3 that there exist vertices x0 ; x1 ; x2 2 V (S0) such
that x1 ; x2 are di�erent children of x0 , and vi 2 g(x i ) for
i = 0 ; 1; 2. This implies that x i = g� 1

max (vi ) for i = 1 ; 2. By
Lemma 1, S0[f x : g(x) \ V (Pi ) 6= ;g ] is a directed x i ; l i -
path in S0. This implies that x0 � S 0 � T nF;S (v0). From
the above observations and the fact that d+

T nF (v0) = 2,
it also follows that there exists a directed x0 ; l -path in S0

for any leaf l below v0 (i.e. below v1 or v2) and, hence,
x0 = � T nF;S (v0).

We are now ready to prove the lemma that ensure
that our algorithm only makes forced moves.

Lemma 3. Let (D; F ) be a candidate. If m1 ; : : : ; m k are
moves for (D; F ), then m1 ; : : : ; m k are alternative forced
moves.

Proof. Assume that (D; F ) is promising, i.e. there is
a dt-scenario (S0; A 0; D 0; g) of cost � c for S and T with
lateral transfers F 0 such that D � D 0 and A(F ) � F 0,
where F 0 is the set of transfers for (S0; A 0; D 0; g).

We �rst show that if v and u are two vertices of T such
that the following holds: (i) � T nF;S (u) = � T nF;S (v) = x,
(ii) there is a v; u-path in T nF , and (iii) u has degree two
in T nF 0, then it follows that there is a v; u-path in T nF 0,
as well (in fact it is the same path).

Let u1 : : : ; uk (where v = u1 and u = uk ) be the
directed v; u-path in T n F . It is clear that � T nF;S (ui ) =
x, for i = 1 ; : : : ; k. Assume that there is an i such that
hui � 1 ; ui i 2 F 0 and there is a directed ui ; u-path in T nF 0.
From Lemma 1 and Lemma 2, it follows that ui 2 g(y) for
somey satisfying y � S 0 x. This in turn implies that there is
a z that is � S 0-comparable to x and satis�es ui � 1 2 g(z).
However, from this follows that y is � S 0-comparable to
z. This implies that there is a mixed cycle in S0 [ A0,
a contradiction. We conclude that there is a v; u-path in
T n F 0.

Assume that e1 ; e2 ; v are moves at u by (i) of De�n-
tion 4. It follows that � T nF;S (u) = � T nF;S (v) = x, for
some vertex x 2 V (S). Assume that f e1 ; e2g \ F 0 = ;
and that v =2 D 0. It follows from the above argument that
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Figure 4: An example of how cutting addition arcs
from T n F can remove cycles. The gene tree T is
represented in T . A cyclic scenario is represented
in (i). Note the cycle from ACE to AC to the point
in evolution above B to BDF to E to ACE . By
removing arc hAC; C i , this candidate is left acyclic.

there is a v; u-path in T n F 0. One can show that v 2 g(y)
for some y satisfying y � S 0 x. Let w be the child of v not
belonging to the v; u-path. Assume that hv; wi =2 A. It
follows that there is a z which is � S 0-comparable to x and
satis�es w 2 g(z). However, from this follows that y is � S 0-
comparable to z. This implies that there is a mixed cycle
in S0 [ A0, a contradiction. This together with Lemma 2
gives v 2 D 0, and hencee1 ; e2 ; v are forced moves.

Assume that v is a move at u by (ii) of De�ntion 4.
It follows that � T nF;S (u) = � T nF;S (v) = x, for some ver-
tex x 2 V (S). We can now reason exactly as above and
conclude that v has outdegree two in T n A. It follows,
again, from Lemma 2 that v 2 D 0, and hencev is a forced
move.

4.1 Detecting and removing cycles
We brie
y review cycle removal here but refer the

reader to [10] for a complete discussion. Consider a candi-
date (D; F ). In order to determine whether it is acyclic or
cyclic, we must determine whether there is a dt-scenario
with duplications D and transfers A(F ). The �rst step
this direction is to map T n F into S using � T nF;S . In
some cases this may already give a dt-scenario (it satis�es
the conditions of De�nition 3). If it is not the case, then
there are two operations that can be used to make it a
dt-scenario: lifting and cutting . In the former case, we are
allowed to place a vertex u 2 V (T ) in bags of vertices of S
that are ancestors of � T nF;S (u). In the latter case, we are
allowed to add edges ofT n F to F . We call this process
cycle cutting. Lifting and cutting can be performed using
brute force in time O(c!n2 ) for some constant c, i.e. it is
FPT. Figure 4 gives an example of transforming a cyclic
scenario to an acyclic scenario through cutting.

Although the complexity of lifting and cycle cutting
is higher than the rest of the algorithm, we do not consider
the improvement of these steps to be important. The rea-
son is twofold. First, in a previous paper [1], we show using
arti�cial gene and species trees created via a simulation
of evolution, that in 10 ; 000 cases, we never encountered
a gene and species tree that is cyclic for lateral transfer
events alone. Second, it may be the case that cyclicity
should be resolved using distance or sequence data directly,
not only indirectly via gene and species trees.

5. NP­COMPLETENESS OF DT­COST SET

Theorem 1. The dt-Cost Set problem is NP-complete.

We omit the proof of this theorem. The reduction is from
the Directed Feedback Vertex Set problem. An in-
stance of this problem consisting of a directed graph D
and an integer k is reduced to an instance S; T; c of the
dt-Cost Set problem with the following property. After
a number of forced moves have been made the whole in-
stance D; k will remain encoded as a problem of making
the remaining dt-Cost Set instance acyclic. This means
that it is possible that except for the acyclicity, the dt-
Cost Set problem can be solve in polynomial time. This
turns out to be true and we describe the algorithms in the
next section.

6. A DYNAMIC PROGRAMMING ALGO­
RITHM FOR THE DT­COST PROBLEM
In this section, we give dynamic programming algo-

rithms to compute the dt-Cost and dt-Cost Set prob-
lems in polynomial time, when instances of these problems
satisfy a condition we call smoothness. The intuition is
the following. Assume that the minimum cost is c. Our
FPT algorithm is capable of �nding all candidates ( D; F )
of cost c and obtainable by moves. On the one hand, if one
of them is acyclic, then the cost is c. On the other hand, if
all of them are cyclic, then we require further computation
to determine the cost. An interesting observation is that
in the case that one of the candidates is acyclic, we may
be able to compute the cost faster. This turns out to be
true. The concept of smoothnessis introduced to capture
such well-behaved instances.

Definition 6. The move number is the minimum num-
ber of moves that transforms the empty candidate to a can-
didate for which there is no move. The move set is the set
of minimal pairs among the pairs (f; d ) such that: there is
a sequence ofc moves that transforms the empty candidate
to a candidate (D; F ) satisfying (1) there is no move for
(D; F ), (2) jD j = d, and (3) jF j = f .

Definition 7. An instance S and T is smooth, if the
move number equals the dt-cost. Similarly, an instance S
and T is set smooth, if the move set equals the dt-cost set.

We de�ne a counter c(x; u ), for each x 2 V (S) and each
u 2 V (T ), and give a recurrence to compute it. It is easy
to verify that the running time is O(c2n3).

Definition 8. For any x 2 V (S) and u 2 V (T ), c(x; u )
is the minimum number of moves that transforms the empty
candidate to a candidate (D; F ) satisfying: (1) there is no
move for (D; F ) at any vertex of Tu and (2) � T nF;S (u) � S

x.

Let u be a vertex with children v and w in T , and let x
be a vertex with children y and z in S. The recursion for
c(x; u ) follows.

For any x 2 V (S) and u 2 V (T ), c(x; u ) = min (a; b; c;1 )
where a, b, and c are given below.

� a = min( c(s; v) + c(t; w )) where (s � S y and t � S z)
or (s � S z and t � S y).



� b = 1+min( c(s; v)+ c(t; w )) where (s is � S -incomparable
to x and t � S x) or ( s � S x and t is � S -incomparable
to x).

� c = 1+min( c(s; v)+ c(t; w )) where s � S x and t � S x.

Theorem 2. If S and T is a smooth instance, then the
dt-Cost Dynamic Programming Algorithm computes
the dt-cost.

6.1 A Dynamic Programming Algorithm for
the dt-Cost Set problem

We give the algorithm by de�ning a set C(x; u ), for each
x 2 V (S) and each u 2 V (T ), and giving a recurrence to
compute it.

Definition 9. For any x 2 V (S) and u 2 V (T ), C(x; u )
is the set of all minimal pairs (d; f ) such that: there is a
sequence of� c moves that transforms the empty candidate
to a candidate (D; F ) that satisfy: (1) there is no move for
(D; F ) at any vertex of Tu and (2) � T nF;S (u) � S x.

Let u be a vertex with children v and w in T , and let x
be a vertex with children y and z in S. The recursion for
C(x; u ) follows. The running time is O(c2n3). For any
x 2 V (S) and u 2 V (T ), C(x; u ) is the set of minimal
pairs in the set A [ B [ C where A, B , and C are given
below.

� A is the set of all pairs (a1 + a2 ; b1 + b2) where (i)
(a1 ; b1) 2 C(s; v), (ii) ( a2 ; b2) 2 C(t; w ) and (iii) s � S

y and t � S z, or s � S z and t � S y.

� B is the set of all pairs (1 + a1 + a2 ; b1 + b2) where
(i) ( a1 ; b1) 2 C(s; v), (ii) ( a2 ; b2) 2 C(t; w ) and (iii) s
is � S -incomparable to x and t � S x, or s � S x and
t is � S -incomparable to x.

� C is the set of all pairs (a1 + a2 ; 1 + b1 + b2) where
(i) ( a1 ; b1) 2 C(s; v); (ii) ( a2 ; b2) 2 C(t; w ); and (iii)
s � S x and t � S x.

Theorem 3. If S and T is a set smooth instance, then
the dt-Cost Set Dynamic Programming Algorithm
computes the dt-cost set.

7. A NOTE ON GENE LOSS
A gene lossevent corresponds to the removal of a

gene in the genome of a taxon. The descendant genomes
then have no copy of this gene (unless one or more lat-
eral transfers take place e�ectively transferring a \new"
copy of this gene in these genomes). Like gene duplica-
tion and gene transfer events, we can also count the num-
ber of gene loss events in our analysis. For instance, in
the simplest scheme a gene duplication, a gene transfer
and a gene loss event all have equal weight of 1. With
this simple weighting, our framework can be modi�ed in a
straightforward (albeit technically more complicated) wa y
to also include these events in the optimization problem.
We discuss this below. Frameworks that allow for non-
equal weighting schemes (e.g., duplication weighted 2, lat-
eral transfers weighted 4, and losses weighted 1) can also
be developed but these algorithms are more complicated
and technically challenging. We delay their discussion to
a future manuscript.
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Figure 5: Percentage of instances the algorithm
predicts the correct duplications and transfers ver-
sus the size of the leaf set of the species tree. Blue
bars represent cases where neither false positive
nor false negative predictions where made. Green
allows for one false positive or negative and red
allows for 2 false positive or negatives.

In the case of a simple weighting scheme, there are at
least two ways our framework can be modi�ed to consider
gene loss. The �rst method is the least satisfying and sim-
ply counts the number of losses as a \by-product" of our al-
gorithms. We compute the optimal set of dt-scenarios (us-
ing either the �xed parameter algorithm in Section 4 or the
dynamic programming algorithm in Section 6). For each
optimal dt-scenario, we compute the number of gene loss
events implied by this dt-scenario. It is straightforward t o
do this (see [6] for example). Note that the optimization
criterion remains unchanged as we are only minimizing on
the total number of duplication and transfer events.

The second method to incorporate gene loss into the
model uses a new optimization criterion which is the to-
tal number of duplication, transfer and loss events. It is
straightforward to modify De�nition 3 to include gene loss
events. A scenario that also considers losses is referred
to as a dtl-scenario. Consider a gene and species tree for
which the optimal dt-scenario has a cost of d and the op-
timal dtl-scenario has a cost of l . Although it is easy to
prove that d � l , it may be the case that the number of du-
plications and transfers in the dt-scenario is less than the
number of duplications and transfers in the dtl-scenario.
The �xed parameter algorithm of Section 4 can be modi-
�ed to allow � l events. It is easy to prove that it will in
fact �nd the optimal dtl-scenario of cost l . It is also easy
to modify the algorithm from Section 6.

We note however that we expect more loss events
than duplication and transfer events. Duplications that
take place \near the root" may tend to generate many
losses. In the worst case, a single duplication at the root
may cause 
( jL j) losses. Since the number of all three
events together may be much higher than the number of
duplication and loss events alone, such cases may be di�-
cult to compute with the �xed parameter algorithm from
Section 4 and motivates the search for faster algorithms.
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Figure 6: Percentage of instances the algorithm
predicts the correct total number of duplications
and transfers versus the size of the species tree S.
No false positive or false negatives were allowed.

8. EXPERIMENTAL RESULTS
This section gives some preliminary results on the

performance of our FPT algorithm given in Section 4. A
complete experimental analysis is well beyond the scope
of this paper and involves many di�erent tests that space
does not permit us to present here. These results will be
included in the complete manuscript. We present a sample
of our results that well-represent the performance.

We generated 10 di�erent species trees with leaf sets
of size 10; 20; : : : ; 100 respectively. For each species tree,
we in turn generated gene trees with various numbers of
lateral transfers, duplications and gene loss events using
the birth-death model of evolution from [2]. It is impor-
tant to note that losses can \cancel" (render the duplica-
tion unnecessary) duplications and that lateral transfers
can \cancel" other lateral transfers. Therefore, the com-
puted number of duplication and lateral transfer events
can sometimes be less than the actual number of duplica-
tion and lateral transfer events that took place during the
simulation of evolution.

We generated a single gene tree with exactly i trans-
fers, j duplications, and k losses, where 1 � i � 10,
0 � j � 10, and 0 � k � 10. Easy cases with 0 trans-
fers were removed from the analysis. This gives 1210 gene
trees for each species tree.

We applied the algorithm from Section 4 to �nd all
optimal dt-scenarios for each of the 12; 100 pairs of gene
and species trees. Here optimal means that the dt-scenario
minimizes the number of duplications and transfers. When
more than one dt-scenario for a gene and species tree pair
exists, we chose the dt-scenario with the fewest number of
losses. If more than one such dt-scenario still exists, we
chose the dt-scenario minimizing the number of transfers.
(We explored experimentally other approaches to \break-
ing ties" but found that this one performed the best.) It
was not the case that for any of the randomly generated
gene tree and species tree, the FPT algorithm detected an
unavoidable cycle.

The implementation of our algorithm also returns the
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Figure 7: The percentage of instances the algo-
rithm correctly identi�ed all duplication and trans-
fer events versus the number of lateral transfers
(the size of the leaf set of species trees ranges from
10 to 100).

arcs in the gene tree predicted to correspond to transfer
events and vertices in this tree that correspond to dupli-
cation events. Figure 5 depicts the percentage of gene and
species pairs where the algorithm was able to predict ex-
actly which arcs and vertices correspond to transfers and
duplications respectively for each of the 10 species trees.
The results are encouraging. For a species tree with only
10 leaves and gene trees ranging from 1 to 10 duplications,
transfers, and losses, the algorithm was able to correctly
identify duplications and transfers 10% of the time. If
we allow 1 false positive or false negative, this percentage
climbs to 20% and 2 false positives or negatives yields over
30%. The �ndings of [1] suggest that a random gene and
species tree with jL j leaves requires approximately jL j=2
lateral transfers alone. This implies that it is not feasibl e
to predict the exact location of lateral transfers in half of
the gene and species trees a priori here. When the size of
the leaf set jL j is 100, the algorithm has a success rate of
almost 70%. When 2 mistakes are allowed, the accuracy
is above 95%. Figure 6 depicts the accuracy of our algo-
rithm when we relax the condition of correctness slightly.
Here we consider the algorithm to have succeeded when
it predicts the correct number of duplications and lateral
transfers correctly (although it may not necessarily cor-
rectly predict the location of duplications and transfers) .
This relaxed criterion is of interest: one may be interested
in simply �nding evidence that one or more transfers or
duplications have taken place.

The histogram in Figure 7 shows for how many of the
test cases we were able to �nd exactly the right transfers
allowing no false positives or negatives. Here we organize
by the number of lateral transfers ( x-axis) and the percent-
age of correct predictions (y-axis). When there is only one
lateral transfer, the algorithm �nds the correct dt-scenar io
in over 80% of the cases. Not surprisingly, it does poorly
when the number of lateral transfers is high: for all gene
and species tree pairs with leaf sets of size� 20 and 10
lateral transfers, the algorithm has no better chance than
random selecting the correct optimal dt-scenario. Never-
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Figure 8: The percentage of instances the algo-
rithm correctly identi�ed the total number of du-
plication and transfer events versus the number of
lateral transfers (the size of the leaf set of species
trees ranges from 10 to 100).

theless, the framework has almost a 40% success rate pre-
dicting the correct number of duplications and transfers
(Figure 8).

9. OPEN PROBLEMS AND DISCUSSION
Although our preliminary experimental results sug-

gest that the FPT algorithm for the simultaneous identi�-
cation of duplications and lateral transfers performs well ,
a more thorough examination under di�erent conditions of
the birth-death process (the rate of duplications, the rate
of lateral transfers), and di�erent tree sizes will give us
more insight into the accuracy of the framework. Further-
more, it would be interesting to apply these algorithms to
data sets in the biology literature that were examined as-
suming either only duplications or lateral transfers. Do th e
conclusions reached in these papers concur with scenarios
allowing both events? It would be interesting to determine
the correct weighting for duplication events relative to la t-
eral transfer events. In principle, this weighting should
re
ect the likelihood of each event under some generalized
model of evolution.

The F P T algorithm for the dt-Cost Set problem
runs in time 3 cn2 . The authors can show an F P T algo-
rithm where the base of the exponent is < 3. This will
be presented in a future manuscript. Can ideas from the
dynamic programming strategy for the smooth dt-Cost
Set problem help to speed this algorithm up further?
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