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Abstract— Robust techniquesfor object recognition,image
segmentationand pose estimation are essential for robotic
manipulation and grasping. We present a novel approach
for object recognition and pose estimation based on color
cooccurrence histograms (CCHs). Consequently, two prob-
lems addressedin this paper are i) robust recognition and
segmentationof the object in the scene,and ii) object’s pose
estimation using an appearancebasedapproach.

The proposedrecognition schemeis based on the CCHs
used in a classical learning framework that facilitates a
“winner –takes–all” strategy acrossdiffer ent scales.The de-
tected “windo ws of attention” are compared with training
images of the object for which the pose is known. The
orientation of the object is estimatedasthe weightedaverage
among competitive poses, in which the weight increases
proportional to the degreeof matching betweenthe training
and the segmentedimagehistograms.The major advantages
of the proposedtwo–stepappearancebasedmethod are its
robustnessand invariance towards scaling and translations.
The method is alsocomputationally efficient sinceboth recog-
nition and poseestimation rely on the samerepresentation
of the object.

I . INTRODUCTION

Recentprogressof serviceroboticsgraduallyexpands
the application domain of robotics from manufacturing
settingsto domesticenvironment.Since it is impossible
to engineersuch a dynamic environment, the ability of
robust perception is one of the key componentsof a
roboticsystem.This paperconsiderstheproblemof vision
basedobject detectionand pose estimationand its use
for manipulation of objects in everyday settings. The
processof object manipulation in general, involves all
aspectsof detection/recognition,servoing to the object,
alignment and grasping.Each of these processeshave
typically beenconsideredindependentlyor in relatively
simple environments.Given a task at handtogetherwith
its constraints,it is, however, possibleto provide a system
that exhibits robustnessin a realisticsetting,[1].

An importantskill in termsof manipulationis the es-
timation of the threedimensionalpositionandorientation

of the object given imageof a scene,[6]. Approachesto
solve the poseestimationproblemcan be classifiedinto
two categories:appearancebasedmethods,[8] andmodel
basedmethods,[7]. Appearancebasedmethodsarebased
on theoverall visualappearanceof theobject,while model
basedmethodsrely on specificgeometricfeaturesof the
object. Here, image featuresare matchedwith features
either in the training imagesor a geometricmodelof the
object.Due to the large numberof topologically distinct
aspectsof an object, many of the techniquesbasedon
computing the correspondencebetweenthe image and
modelfeatures[7], fail to achieve real–timeperformance.
Many of the everydayobjectsare highly textured and it
is thereforedifficult to usesimple featureslike edgesor
cornersto robustly solve thecorrespondenceproblem,see
Figure1.

A more natural approachin terms of computational
efficiency is the useof appearancebasedmethods,[8] for
providing the rough initial estimatefollowed by a refine-
mentstepusingmodelbasedmethods,[3] to estimatethe
full poseof the object. Up until now, CCHs have been
used in [2] for recognition of objects in a scene.Our
work extendsthis methodto estimatethe rotation of the
object aroundthe vertical axis and usethis as the initial
guessfor our poseestimationsystem.Comparedto our
previous work, [6], wherethe sameproblemwasstudied,
the major contribution is the computationalefficiency of
the method due to the object representationused for
both recognitionand poseestimationsteps.In addition,
the proposedmethodshows a significantrobustnesswith
respectto scalingand translations.

We startby a short introductionto CCHs in SectionII
and their applicationto object recognitionin SectionIII.
Section IV introducesour model basedposeestimation
system.Experimentalresultsare presentedin SectionV
anda summaryis given in SectionVI.
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Fig. 1. Someof the objectswe want the robot to manipulate.

I I . COLOR COOCCURRENCE HISTOGRAMS

Regular color histogramsdo not preserve geometric
structuresand objects with similar texture but different
shapemight be representedby similar histograms.X- and
Y-color histogramspreserve somegeometricinformation
as the bins representcolor frequenciesalong individual
rows andcolumns,ratherthanaggregating over the entire
image.Theweaknessof bothapproachesis that they store
noor, in caseof X- andY-histograms,only asmallfraction
of the objects’geometry.

A CCH is able to store geometric information in a
computationallyefficientway. Suchahistogramrepresents
countsof how often pairs of pixels with certain colors
occurin the image.Onecaneithercomputethehistogram
over the entireset of pixel pairsor constrainthe number
of pairs basedon, for example, their relative distance.
This way, only pixel pairs separatedby less than a
maximumdistance,dmax are considered.In our case,the
histogramsof training imagescomputedoffline arebased
on a full sampleincluding all object pixel pairs. Since
object recognition and pose estimationare supposedto
run in real time, the histogramsfor the test imagesonly
containpixel pairs separatedby lessthan 10 pixels in X
andY. Normalizing the histogramwith the total number
of pixel pairs, training and test imagehistogramscan be
comparedto eachotherdespitedifferentsizesandscales.

Thenumberof individual bins in a CCH is muchlarger
than in the caseof regular histogramsas it grows with
the squarenumberof colors.Therefore,it is necessaryto
reducethe numberof distinct colors in the color spacein
advance.With fewer colors, it becomesmore important
to constructhistogramsbasedon the most representative
set of colors. In our work, the optimal color schemefor
an objecthistogramis determinedby K-meansclustering,
in which clustercentersaredistributedaccordingto pixel
densityin color space.In addition,color clusteringmakes
thehistogrammorerobust towardschangingillumination.
Multiple color histogramsof theobjectacrossa numberof
imagessharethesamesetof clustercenters.Thesimilarity

betweentwo normalizedCCHs is computedas:

µ
�
h1 � h2 ���

N

∑
n� 1

min
�
h1 � n� � h2 � n� � (1)

wherehi � n� denotesthe frequency of color pixel pairs in
bin n for image i. The larger the value of µ

�
h1 � h2 � , the

betterthe matchbetweenthe histograms.
The geometricalrelationsbetweenpixel pairs can be

preserved in a numberof ways.For example,using both
angleanddistancebasedCCHsnot only storesthe color
of thepixel pairs,but alsotheorientationandlengthof the
straightline connectingthe two pixels. Consequently, the
augmentedhistogramcaptureseven more of the object’s
geometricalproperties.The drawbackof usingboth angle
anddistanceCCHsis that the representationis no longer
rotationandscaleinvariant.For ourapplication,purecolor
CCHsdemonstratedsuperiorperformancein termsof pose
estimationcomparedto the integratedangleanddistance
CCHs.

I I I . OBJECT RECOGNITION

In order to reducethe effect of varying illumination,
color imagesare normalizedprior to the recognitionand
pose estimationprocesses.After the normalization,the
image is scannedthrough using a small searchwindow.
The window is shifted such that consecutive windows
overlap to at least 50% and the CCH of the window is
comparedwith theobject’s CCH accordingto Equation1.
Eachobject is usually representedby two histogramsto
captureits appearancefrom different perspectives (back
andfront). If anobjecthassimilar colorson the front and
back, it is possibleto representit by a singlehistogram.

The matchingvote µ
�
hobject � hwindow � indicatesthe like-

lihood thatthewindow containstheobject.Oncetheentire
imagehasbeensearchedthrough,a vote matrix provides
a hypothesisof the object’s location.Figure 2 shows the
imageof a typical scenein our experimentstogetherwith
thecorrespondingvotematrix for thepackageof rice.The
votematrix revealsa strongresponsein thevicinity of the
object’s truepositionnearthecenterof the image.Several
smallerresponsesoccurnearthe raisin box andbooks,as
thoseobjectscontainsimilar colors.

Fig. 2. Theoriginal imageandthevotematrix for anorangerice packet.



A. Objectverificationprocess

The local maxima in the obtained vote matrix pro-
vide initial candidatewindows for object localisationand
segmentation.Each window is iteratively expandedby
adjacentrows or columns,as long as the new cells give
sufficient support for the object. The expansionprocess
stops when the ratio betweenthe average vote in the
bordercellsandthelocalmaximavotebecomeslower than
a thresholdΦ. In principle, the optimal thresholdvalue
Φ dependson the objectscolor distribution and texture.
If the thresholdis too high, parts of the object may be
omitted. If the thresholdis too low, the window contains
too muchbackgroundthatreducesthesignalto noiseratio
in thesubsequentimageprocessingsteps.An experimental
evaluation of different thresholdvaluesverified that our
algorithm achieves similar segmentationperformancefor
a rangeof Φ � � 0	 3� 0	 7� .
B. ExperimentalEvaluation- ObjectRecognition

The performanceof the proposedrecognitionscheme
was evaluated and compared for CCHs and X-Y-
histograms.Five objectswere included in the test. The
systemwastrainedon two training imagesfor eachobject
(front andbackside),with the backgroundremoved. The
test set included the cleaner, soda bottle, rice, raisins
and cup object shown in Figure 1. Ten test imagessuch
as Figure 3 were generated,eachincluding all five test
objects in a natural setting under varying illumination.
In addition,the imagescontainedotherobjectsof similar
colors, to further test the robustnessof the segmentation
scheme.

The recognitionschemereturnsseveral candidatewin-
dows for eachobject.The candidatewindows are ranked
accordingto their votevalues,suchthatthehighestranked
window is consideredas the most likely candidate.Four
performanceparameterswerecomputed:
1) Localization success(LOC) measureshow often the
segmentedcandidatewindowsactuallycontainstheobject.
2) Window number(WINNR) computesthe averagerank
of thewindow thatactuallycontainstheobject.In a robust
recognition algorithm, the object should be among the
highestranked candidatewindows.
3) Window size (WINSZ) comparesthe sizes of the
boundingwindow and the entire test image.It measures
how muchof the backgroundremainsafter segmentation
and, since it dependson the size of the object in the
window, this parameteris only useful when comparing
differentrecognitionschemaon anidenticalsetof images.
4) Object integrity (INT) determineswhich fraction of
the object is included in the segmentedwindow. INT is
highly correlatedwith thesegmentationthreshold:a small
window sizeandhigh object integrity areconflicting ob-
jectives.Thethresholdvaluefor segmentationspecifiesthe
trade-off betweenboth criteria. For example,higher INT

can be achieved at the cost of introducingthe additional
backgroundin the candidatewindow.

Table I shows the recognition results for X-Y- and
CCHs. CCHs are clearly superior to X-Y-histogramsas
indicatedby theloweraveragewindow number(WINNR).
X-Y histogramswork well for rice and cleanerobjects
that containdistinctive colorssuchasblueor orange.The
high averagewindow numberdemonstratestheir failureto
identify thecorrectsegmentationwindow on themugand
sodabottle. The samealgorithmbasedon CCHs reliably
segmentsall objectsfrom thetestimages.Thelow average
window numbershows that in most casesthe object is
already boundedby the highest ranked window. In the
remaining casesthe object is at least boundedby the
window ranked second.Window size(WINSZ) is smaller
in thecaseof theCCHs,which resultsin a betterremoval
of the background.This advantagecomesat the cost of
reducedobjectintegrity where,in somecases,only 40%of
theobjectpixelsarepreserved. We have alsoinvestigated

Fig. 3. Left: An exampleof objectrecognitionusingtheproposedCCH
scheme.Right: Segmentedimagesof the rice packagefrom opposite
directionsresultingin angularerrorsof 180 deg.

Object LOC WINNR WINSZ INT

XY CCH XY CCH XY CCH XY CCH

Rice 100 100 1.3 1.2 5.8 3.6 83 76
Mug 90 90 8.9 1.0 4.7 2.4 100 72

Raisins 100 100 3.3 1.3 9.7 2.6 97 84
Bottle 100 100 10.0 1.2 12.0 3.1 88 69

Cleaner 100 100 1.1 1.0 6.6 2.6 89 59

TABLE I

LOCALISATION SUCCESS (LOC), WINDOW NUMBER (WINNR),

WINDOW SIZE (WINSZ) AND OBJECT INTEGRITY (INT) FOR THE

SEGMENTATION SCHEME USING X-Y-HISTOGRAMS (XY) AND COLOR

COOCCURRENCE HISTOGRAMS (CCH).

the effect of different levels of occlusion(5-50%) on the
proposedrecognitionscheme.Location success,window
numberandobjectintegrity werenotsubstantiallyeffected
by occlusion.Object recognitionand segmentationstep
on a 1.733 GHz processortakes 6.28 seconds,of which
computingthe CCHswas the most time consumingstep.



IV. POSE ESTIMATION

Completeobjectposeestimationin generalis concerned
with theestimationof the threetranslationalandthreero-
tationalparameters.Theseparametersdescribetherelative
displacementand orientationbetweenthe object and the
cameraor someotherreferenceframe.For ourapplication,
the mobile manipulatorneedsto know the pose of the
object in order to properly align the arm and handwith
the object for grasping.

Computingall six parametersfor objectswith complex
textural propertieshas proven to be a difficult problem.
For servicerobotsoperatingin domesticenvironments,we
can assumethat the objectsto be graspedare placedon
a planar, horizontallyorientedsurface,suchasa tableor
a shelf. Therefore,our visual appearancebasedapproach
only estimatesone rotational parameter– namely the
object’s rotationaroundtheverticalaxis.Sincetherobotis
equippedwith a stereovision system,a roughestimateof
the translationalposeparametersis easilyobtained.If the
stereosystemis not available,a modelbasedapproachcan
be facilitatedto retrieve the completeposeof the object,
ashasbeendemonstratedin our previous work [6].

In terms of retreived pose,geometryor model based
methodsare more accuratethan appearancebasedmeth-
ods.Our approachthereforecombinestheaccuracy of ge-
ometrybasedmethodswith the robustnessof appearance
basedmethodsin asynergistic fashion.Thekey ideaof the
integratedalgorithm is to obtain the initial poseestimate
by meansof the appearancebasedmethod.This estimate
allows it to project featuresof the object model into the
image as shown in [5]. These projected featuresthen
serve asa startingpoint for the local searchandmatching
of correspondingfeaturesin the image. This integrated
approachreducesthe global correspondenceproblem of
featurebasedmatchingto a local trackingproblem.

A. PoseEstimationin Training Images

To obtain a full poseof an object during training, a
featurebasedmethodis used.Correspondingcornerpoints
betweenthe current image and a wire–frame model of
the object are manuallymatched.We have implemented
a combinationof methodsproposedin [9] and [10]. The
methodproducesaccurateposeestimateswith an average
estimationerror of about5 deg.

B. Using CCHsfor RotationEstimation

This section presentsa novel algorithm for rotation
estimation using CCHs. The basic idea is to establish
the relationshipbetweenthe object’s CCH and its pose
parametersfrom a set of training images.At run time,
the CCHs of the candidatewindows are matchedwith
the storedtraining posesto estimatethe rotationα of the
objectaroundthe vertical axis.

In a first step the systemis trained off–line on a set
of object images taken from different perspectives. In
general,a larger numberof training imagesimproves the
robustnessand performanceof the algorithm. However,
during the experimental evaluation we have observed
that after about50 training imagesno further significant
improvementin theaccuracy wasgained.For eachtraining
imagethe completeCCH is computedoff–line andstored
together with the known rotation of the object in the
scene.To minimize the noisein the training images,the
backgroundwasmanuallyremoved from the imagesprior
to training.Thebackgroundwasnot removedfrom thetest
imagesastheapplicationdemandsonlineposeestimation.
Figure 4 illustrateshow the CCH of the training images
changesas the object is rotatedby 0, 45 and90 degrees.

Fig. 4. The CCH of the training imagechangessignificantlywith the
angle of the object. The size of the CCH is 50x50 bins. Dark areas
indicatehigh countsin the correspondingCCH bin. Left: Objectrotated
with 0 degrees.Center:Object rotatedwith 45 degrees.Right: Object
rotatedwith 90 degrees.

Thenext stepis to computetheCCHsof thetestimages.
Dependingon the computationalconstraintson real-time
poseestimation,this histogramis computedeither based
on a completeimageor by sub-samplingpixel pairsfrom
the image. In our case,the histogramsare basedon a
completesampleover pixel pairs separatedby less than
10 pixels,which roughly amountsto 600k pixel pairsper
segmentedtest image.

Thefinal stepis to matchtheCCH of unknown poseto
eachof the training CCHs,accordingto Equation1. The
higher the match value, the more probableit is that the
object’s poseis similar to the known poseof the object
in the training image.The right part of Figure 6 clearly
demonstratesthe correlation between the match value
µ
�
i � j � accordingto Equation1 of a pair of trainingimages

and their angularseparationin objectpose 
 α �
i ��� α

�
j � 
 .

A winner-takes-allapproachselectsthe histogramwith
the highestmatchingvalue and predictsthe storedangle
of that histogram as the most likely estimate of the
unknown angle.However, takingtheentirematchdatainto
accountfor computingthe poseimproves the robustness
with respectto outliers and coincidentalmatches.The
contribution of eachhistogramto the overall estimateis
weightedby a Gaussiankernelaccordingto the similarity
of the match.

Let usassumethat the i-th trainingimagewith a known



angleαi matchesthe segmentedimageof unknown pose
to a degree µi . The likelihood P

�
β � of the object angle

rotationβ is calculatedby convolution of thematchvalues
µi with a Gaussiankernel:

P
�
β ��� ∑N

i � 0µig
�
β � αi �

∑N
i � 0g

�
β � αi � (2)

The Gaussiankernel function

g
�
β � α ��� 1

σ
�
2π � 1
 2

e�
�
β� α� 2
2σ2 (3)

capturesthe degree to which the vote µi of a training
image contributes to P

�
β � basedon the distanceβ � αi .

Themaximumof P
�
β � is locatedin thevicinity of training

images with high match values µ. Figure 5 illustrates
the distribution of the match data before and after the
convolution with Gaussian.The match valuesµi of the
training imagesare clearly correlatedwith the object’s
angleof rotation αi . The distribution possessesa global
maximum at � 39deg, and a secondlocal maximum at
about � 180 deg. The two minima occur at about by
� 100 deg. The algorithm estimatesthe rotation angle
to coincidewith the global maximum of the convoluted
match distribution P

�
β � at � 39 deg, which is a fairly

accurateestimateof the true rotation angleof � 37 deg.
For sometestimages,thematchvaluedistributionover the
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Fig. 5. The matchvaluesµi of training imagesbefore(left) and after
(right) convolution with a Gaussiankernel.

trainingimagesis ambiguousasit containstwo maximaof
similar amplitude.Figure6 shows an exampleof suchan
ambiguousmulti-modalmatchdistribution in which train-
ing imagesatapproximately� 50deg matchthetestimage
equallywell. The ambiguity is causedby mirror posesin
which the rice packageis rotatedby � X deg or � X deg.
In both views the object’s front surfaceis representedby
the sameCCH. Only the narrow side surfacescontribute
to a differencein the object’s appearance.However, these
surfacesareeasilyconfuseddue to their similar texture.

Theconfidencelevel C of a poseestimationis described
by the ratio betweenthe magnitudeof the largestandthe
secondlargestmodein the matchvaluedistribution

C � µmax � µavg

µ2ndmax � µavg
(4)

The larger C, the higher the confidencein the estimate.
For confidencevaluescloseto 1, the ambiguity between
rotationsby the sameanglein oppositedirectionscanbe
resolved by matching angular CCHs in addition to the
basic CCHs. We experimentallydeterminedthe optimal
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angularseparationof objectposes� α � i ��� α � j ��� (right).

valuesfor the numberof color clustersC and the width
of the Gaussiankernel σ by meansof cross-validation.
For the rice packet, the optimal valueswereC � 50 and
σ � 2. The resultsfor the winner-take-all approachwith
σ � 0 were inferior comparedto applyingconvolution.

V. EXPERIMENTAL EVALUATION - POSE ESTIMATION

Thesegmentationalgorithmandthe rotationestimation
algorithmweretestedin combination.Thecroppedimage
from thesegmentationalgorithmwasfed into the rotation
estimationalgorithm. A set of 70 training imageswas
used.The 30 test imagesfor the combinedschemewere
large,uncroppedscenesthatcontainedtheobject.Thetwo
narrow surfacesof the rice objectareeasilyconfused,as
they appearalmostidentical,except for a small patchfor
the EAN codeon oneof the sides.The right part of Fig-
ure 3 shows segmentedimagesof the rice packagetaken
from oppositedirections.As a result of this confusion,
occasionallyangularerrorsof 180 deg emerged in those
four imagesthat show the rice packagefrom theside.For
thepurposeof graspinga symmetricobjectit is irrelevant
whetherthe packet is rotated � 90 deg or � 90 deg.
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Fig. 7. Distribution of angularerror (left). Mean angularerror as a
function of variationsin scale(right).

Theaverageangularerrorwas14deg, which is quitere-
markableconsideringthat the anglescomputedby means



of manualfeaturematchingalreadycarryanuncertaintyof
about5 deg. Two factorscontributeto theangularerror: i)
a limited angularresolutioncausedby thefinite numberof
trainingimages,andii) largeerrorscausedby confusionof
ambiguousmatchdistributions. The first resolutionerror
contributes to the overall error with about 9 deg. The
remainderof theerror is causedby two imagesincorrectly
matchedwith their mirror pose.

In our application,the main purposeof the appearance
based method is to robustly provide a pose estimate
that is accurateenoughfor initialization of corresponding
featuresin the tracking basedscheme.The featurebased
trackingmethodtoleratesangularerrorsin the initial pose
of up to 25 � 30 deg. As shown in the angular error
histogramin theleft partof figure7, 27outof 30 testcases
meet this requirement.Two out of the three remaining
errorsare causedby confusionof mirror poses.We have
testedthe robustnessof the poseestimationwith respect
to changesin scaleand cameraangle,noise and partial
occlusion.The cameratilt angle was varied between0
andabout30 deg betweentest-and training images.The
averageangularerror increasedto about17 deg. Thus, it
canbeconcludedthat thealgorithmis robustwith respect
to reasonablechangesin the cameraperspective.

We have furtherevaluatedtherobustnesswith respectto
changesin scalefor a range � 0	 5 � 2	 0� . As shown in Fig-
ure7 on theright, theangularerror remainsbelow 20 deg
over a range � 0	 75 � 1	 5� . In our application,the tablearea
that can be reachedby the manipulatoris fairly limited,
such that the apparentscaleof the object to be grasped
doesnot vary significantly. For applicationsin which the
distanceto betweenobjectandcamerais moreuncertain,it
might becomenecessaryto take additionaltrainingimages
at different scalesand orientations.Figure 8 shows the
impact of imagenoise(left) and occlusion(right) on the
meanangularerror. Noiseandocclusionlevelsabove 25%
causea considerabledecreasein performance.This fact
can be explained, if one considersthat the information
storedin a CCH alreadygetscorruptedif oneof the two
pixels is effectedby noiseor occlusion.At a noiselevel
of 25% per pixel, effectively only 56% of the pixel pairs
remain intact. This observation underlinesthe need for
proper object segmentationprior to the poseestimation
step.We note here that an angularerror of 25 � 30 deg
is still sufficiently accuratefor properinitialization of the
model basedposeestimator. The execution time for the
poseestimationstepon a 1.733GHz processorwas0.64s.

VI . CONCLUSIONS

Robust object recognitionand poseestimationare es-
sential for robotic manipulation and grasping. In this
paper, we have presentedanobjectrecognitionandpartial
pose estimation methodsbasedon color cooccurrence
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Fig. 8. Angular error asa function of imagenoiseandocclusion.

histograms(CCHs). Given 30 test images,the proposed
schemecorrectly estimated27 object poseswith an an-
gular error of less than 30 deg. Only using 70 training
images of known pose, the average angular error was
14 deg. The major advantagesof the proposedtwo–
step appearancebased method are its robustnessand
invariancetowards scaling and translations.The method
is also computationallyefficient since both recognition
and poseestimationrely on the samerepresentationof
the object. However, the methodis basedon color cues
only, makingit sensitive to dynamicallighting conditions.
The methodrequiresthat mostcolorsareassignedto the
correctclustercenter. In caseof changingillumination the
methodrequiresan additional color calibration scheme.
Futurework is concernedwith integratingthe appearance
and featurebasedposeestimationscheme.
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