










CHAPTER 6. EXPERIMENTS AND RESULTS

(a) The player being processed
(the player on the left)
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(b) The fused posterior
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(c) The top-down posterior
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(d) The bottom-up posterior

(e) The game situation

Figure 6.9: An example of a situation when the bottom-up approach proves valu-
able, despite the football being present. The player has his head turned in prepara-
tion for a possible dash. The ground truth puts the head somewhere between 292.5
and 337.5 degrees. The top-down approach presents three viable alternatives, of
which the bottom-up approach only agrees with the one representing the labeled
direction.
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Chapter 7

Conclusions and Future Work

7.1 Conclusions

A method for real-time estimation of the head pose using a combination of bottom-
up and top-down features has been presented. Assuming a good (but not necessarily
perfectly centered) head detection, it can, when applied on a short sequence of
football footage, estimate the head pose down to a mean error of 5 degrees from
the correct bin when the location of the football is known and 13 degrees from the
correct bin when the location of the football is not known.

Evaluating the performance on longer sequences would be required to draw any
solid conclusions as to the generalization performance, but the shorter sequences
should provide at least a hint. All data used is from the same game, making the
generalization performance between games uncertain. Efforts have been taken to
eliminate the aspect of having the same players in all datasets, but other conditions
remain unchanged.

For bottom-up estimation, an SVM trained on grayscale images performs better
than the described randomized ferns approach. The SVM is however sensitive to
dark skin, which is not an issue for the feature used by the ferns. Whether that can
be corrected by adding more training data of people with dark skin is unknown.

The combination of bottom-up and top-down information outperforms either
source in isolation. When the location of the football is known, the usage of bottom-
up information helps detect cases when the player is not looking directly at the
football. This has a marginal effect on the mean prediction error, but is presumably
important for the subjective quality of the predictions.

The estimation is significantly better when the location of the football is known
compared to when it is not. There are currently many sequences when the football
is in play, but not successfully tracked. Therefore, improving the football tracking
(as in successfully localizing the football more often), would have a beneficial effect
on the head pose estimation.
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7.2 Future Work

There are many things that could be attempted to further improve the estimation.
Below are some ideas that were not attempted due to lack of time and resources.

As noted in chapter 3, there are many ways in which the randomized ferns
classifier can be altered. Comparing the presented classifier with other ways to
combine the posteriors, other types of tests, other ways to chose tests and other
ways to inject randomness would be of interest. Applying randomized ferns on
grayscale images (with a different set of tests) would allow a better comparison
with SVMs, given that the difference in features is a possible explanation for the
performance gap. A direct comparison with other promising probabilistic models,
such as the one presented in [9], would also be of interest.

This report has focused on the situation when one does not have training data
of the player whose head pose is being estimated. If there is a desire to get a bit
better performance on specific players, then one could possibly adapt the general-
purpose estimator using a relatively small amount of person-specific training data.
This would be akin to e.g. speech recognition systems that are adapted to specific
persons by using samples of that person’s speech to adapt a general-purpose model.

There is a significant overlap between some of the cameras. Hence multiple
views of the same head can sometimes be extracted. Only one view has been used
in such situations. Using them all would give an indication of whether it would be
beneficial to have multiple setups of cameras.

When it comes to top-down information, one could probably garner some addi-
tional information by taking into account where the surrounding players are looking.
I.e. two players standing side-by-side are probably looking in a similar direction.
This could be done by estimating everyone’s head pose at once (utilizing measure-
ments from all players), or in some iterative fashion by re-estimating each head pose
in turn until (hopefully) reaching convergence. Other features that might prove use-
ful include the direction and speed of the football, as well as the distance between
other players and the football.

A more fine-grained ground truth could also be a good next step. The current
bins are 45 degrees wide. Knowing that the head pose is estimated within x degrees
of the right 45 degree circle sector is not necessarily all that reassuring. A related
problem is the uncertainty in the labeling. Examples are frequently mislabeled by
one bin. A one-bin difference makes the prediction error of an estimated angle jump
from 0 to anything between 0 and 45 degrees. A set of examples with heads close to
bin edges will therefore pose more of a challenge than a set of examples where the
heads are centered in the bins, since the former will have a noisier ground truth.

Labeling longer sequences of games would open up for investigations as to how
different game situation (e.g. free kicks, throw-ins etc.) affect the behavior. One
could also investigate whether players in different strategic positions behave differ-
ently.

The head detector is slow and far from optimal. It ended up being more complex
than desired. Many approaches that might end up simpler, such as dropping HOG
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and relying more on the background subtraction silhouette, as well as detecting skin
and jersey colors, were not attempted due to not wanting to spend more time than
necessary on head detection. The first thing to test would be to simply drop HOG
and Kalman filtering, and instead assume that the top part of each player contour
is the head region.

Access to a reliable head detector has been assumed in this report. Given the
performance of the top-down approach, it might be interesting to see how well a
combined approach works when the head detector makes frequent errors. Errors
in the head detection will presumably lower the performance of the bottom-up
approach. The question is how well that can be compensated by weighting down
the bottom-up approach during fusion.

Jointly estimating the head position and the head pose (and indeed, the complete
body pose in the ACTVIS project) would allow the uncertainty in e.g. the head
tracking to be factored into the head pose estimation and vice versa[3].
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Appendix A

Assumed Background Knowledge

The reader is assumed to have some familiarity with machine learning and computer
vision. This chapter briefly lists some specific concepts that are used in the report. A
short summary is provided along with a reference in case the reader feels unfamiliar
with the concept.

A.1 Bayes’ Rule

Bayes’ rule is the basis of Bayesian statistics, and is derived by expressing the
probability of a conjunction of two events, P (H,D), using conditional probabilities.

P (H,D) = P (H|D)P (D) = P (D|H)P (H)

P (H|D) =
P (D|H)P (H)

P (D)
(A.1)

Equation A.1 is called Bayes’ rule, and can be used to compute the probability
of an hypothesis H (e.g. “The player is looking directly at the camera.”) given
observed data D. P (H) will be referred to as the prior distribution. P (H|D) will
be referred to as the posterior distribution. In practice, P (D) is a normalization
constant that one avoids explicitly computing by noting that the sum of P (H|D)
over all H must sum to 1.

A.2 Naive Bayes Classifier

Let f1, f2, . . . fn be a number of features and c be the class of an object. The
naive Bayes classifier assumes that the features are independent given that the true
hypothesis is known. In combination with Bayes’ rule, one can use the assumption
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to break down P (c|f1, f2, . . . , fn) into

P (c|f1, f2, . . . , fn) ∝ P (c)
n∏

i=1

P (fi|c)

In practice, the independence assumption is often violated to some degree, but
the method tends to work surprisingly well anyway[30, 48]. The classification is
performed by picking the c which has the highest probability.

A.3 Support Vector Machines

Support Vector Machines (SVMs) are a group of methods from statistical learning
theory. In this report we will only be concerned with the supervised-learning classi-
fiers with C-style slack variables[36]. Several kernels can be used, but only the RBF
kernel will be touched upon in this report.

A.4 Decision Trees

A classifier represented as a tree. Each non-leaf node represents a (for our purposes,
binary) test that decides which child the example being classified should go to next.
Each leaf represents a (not necessarily distinct) label. The example to be classified
starts at the root, and is then guided downwards by the tests until it reaches a leaf
node. The example is given the label corresponding to the reached leaf node.

Decision trees can be constructed in many ways. One approach is to select the
tests based on a concept from information theory called information gain[47].

A.5 Boosting

An iterative method where classifiers are trained on the same set of training data,
but with different weights given to the examples. The training data is weighted
based on the performance of the past classifiers, putting more stress on previously
misclassified examples. The classifiers are in the end combined to produce a stronger
classifier[35].

A.6 Bagging

A method where a single set of training data is used to train an ensemble of clas-
sifiers. Each classifier is trained using a set sampled uniformly at random, with
replacement, from the training data. The final label can then be decided using e.g.
a majority vote amongst the ensemble of classifiers[7].
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A.7 Histogram of Oriented Gradients

Histogram of Oriented Gradients (HOG) is a feature descriptor used for images[14].
HOG is similar to SIFT[31], but the descriptors are computed over dense overlapping
blocks rather than at keypoints.

A.8 Homographies

Homographies, also called projective transformations, are transformations between
two images of a planar surface[27, 26]. For our purposes, we will use it to map
coordinates from a birds-eye view of the football pitch (the planar surface), to the
camera-view of the same football pitch.

A.9 K-means Clustering

K-means clustering is one of many algorithms for image segmentation[32]. In its
most common incarnation, a fixed number of cluster centroids are seeded in the
feature space. The instances to be clustered are subsequently assigned to the closest
centroid. Each centroid is then moved to the center of the instances assigned to it.
The process is repeated until convergence.
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