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Example

| Two class problem: relevant vs. irrelevant

— * User selected examples

—* 20 retrieval results

S i Real-time evaluation of
: o 20 features over millions of images

Negative images in the training
set close to decision boundary

— Images in the testing set
close to the decision boundary
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Example

Probabilistic Robot Localization
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Walking

—Pattern recognition

Clustering:
find natural
aroups ol
samples in
unlabelled data

Classification:

find functions
separating the
classes

Laptev et al 2004

Running Boxing Hand waving Hand clapping
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Problems .....

Density
estimation:
make a
statistical model
of the data

Regression:

[it lines or other
Tunctions Lo data
(ot in this
course)
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Problems .....
_ | M P ; :
x ={roundness, @ W, Classification: Assign an object to
redness} A Wi one of C possible classes w;, i=1,...,C
® based on a set of measurements x

Decision rule: Partitions
measurement space into C regions
W, i=1,..,C

Decision boundaries: Boundaries
between regions #,’s

Pattern Recognition: Learning
decision rules from training samples

DanicaKragic,2004

Bayesian Learning

Bayes Theorem

MAP, ML hypotheses

MAP learners

Minimum description length principle
Bayes optimal classi er

Naive Bayes learner

Example: Learning over text data
Bayesian belief networks

Expectation Maximization (EM) algorithm
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Problems .....

:;@‘\ Objects
= -
Object Representation in Feature Space
l Noise and Biological Variations Cause Class Spread
S(x)=0 —w= Class B

S(x}=0
— (lass A

%)
Larea )

Classification error due to class overlap

Six)1=10

(perimeter) x| ———#=
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Two Roles for Bayesian Methods

Provides practical learning algorithms:

Combines prior knowledge (prior probabilities) with
observed data

Requires prior probabilities
Naive Bayes learning

Bayesian belief network learning

Provides useful conceptual framework

Provides “gold standard” for evaluating other learn-
ing algorithms that do not manipulate probabilities

DanicaKragic,2004



Terminology

Bayes Theorem

- Prior probability of an event

- Joint probability of an event

- Conditional (posterior) probability of an event

Maximum A Posteriori (MAP) and Maximum Likelihood (ML)
Hypotheses

- MAP hypotheses: Highest conditional probability given obser-
vations (data)

- ML: highest likelihood of generating the observed data

- ML Estimation (MLE): estimating parameters to nd ML hy-
pothesis

Bayesian Inference: Computing Conditional Probabilities in a
Model

Bayesian Learning: Searching Model (Hypothesis) Space using
Conditional Probabilities

DanicaKragic,2004

Bayes Theorem
P(Djh)P(h)
P(D)
P(h) = prior probability of hypothesis h - PRIOR

P(D) = prior probability of training data D - EVI-
DENCE

P(hjD) = probability of h given D - POSTERIOR
P(Djh) = probability of D given h - LIKELIHOOD

P(hjD) =
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Features

A training example can increase/decrease the probability of a
correct hypothesis (no elimination)

Prior knowledge incorporated
Accommodate hypotheses with probabilistic predictions

Classi cation of new instances based on combined predictions
of multiple hypotheses

Provide standard for optimal decision making
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Bayes Theorem

P(Djh)P(h)

P(NID) = =5 55

posterior = likelihood prior / evidence

By observing the data D we can convert the prior
probability P(h) to the a posteriori probability P(hjD)

The posterior is the probability that h holds after
data D has been observed

The evidence P(D) can be viewed merely as a scale
factor that guarantees that the posterior probabili-
tiessumto 1

DanicaKragic,2004



probability Eatlength)

[ dt‘ m

Prob(A | length) =77 length ———=

[ S

Prob(A | length) Prob(length) = ProbiA . length) = Probilength | A) ProbiA)

Probilength | A) ProbiA)

Prob(length) Prob {length | A) ProbiA) +Probilength | By Prob(B)

Prob(length | A) ProbiA)

Prob(A | length)

Fallength) Py

ProbiA | length) = — -
Fy(length) Py + Fyilength) Py
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Bayes Decision Rule: Two class problem

Only priors known: P(h;) > P(hy) k= 1:::H; k6 |

Given observation data:
P(h;iD) > P(hgD) k= 1:::H; k6 ]
or Bayes rule for minimum error
P(Djhj)P(h;) > P(Djhi) P(hy)

Decision rule (likelihood ratio):

P(DIRy) | P(ho

. implies D2 class h;
P(DjhY ~ P(hy) P |

(D) =
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p(DIn)

Relation to Pattern Classi cation

given a set of measurements represented with a
pattern vector x (instance)

assign the pattern to one of H classes h;

Decision rule partitions the measurement space in
H regions W,

if an observation vector is in W, it is assumed to
belong to class h;

The boundaries between regions W: decision
boundaries or decision surfaces

DanicaKragic,2004

P(h,| D) (unnormalized)

005
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Discriminant functions

In general, decision surface between classes i and j for mini-
mum error classi cation can be de ned as

P(hjD) P(h;jD)=0
On one side the difference is positive, on the other negative.

Instead of working directly with probabilities, it may be more
convenient to use another equivalent function

gi(D) = f(P(hijD))

where, f is any monotonically increasing function
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Discriminant functions

f(D) that leads to a classi cation rule
f(D) > k! D 2 h
f(D) < k! D 2 h

instead of making assumptions about p(Djh;), we
make assumptions about the form of f(D)

Two class problem

P(Djhy)

O)= 5Dk

with k= P(hy)=P(hy)
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Discriminant functions

The decision rule then becomes:

Decide h; if g(D)> g;(D) 8j6 i

Decision surfaces de®nes as

g(D) g(d)=0

DanicaKragic,2004



Problems .....

DanicaKragic,2004

Normal density

Multivariate normal (aka Gaussian) density adequate model for
many applications (also easy to analyze).

Univariate (one variable) normal pdf
" #
X M

1
N(;s2 X)= p—exp - —
(Ls9)  p(x prs p 5> s

=

with expected value (average) p and variance s2 (s is the stan-
dard deviation).
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Estimation ......
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Multivariate I-dimensional Gaussian pdf

1
N( — = Tg 1
(i) P0= rmg=e® Hx )'Sx )
where = E[x]isthe mean vector, and Sisthel | covariance matrix

de®ned as
S=E (x )x )F

DanicaKragic,2004



Task: Design a Bayesian classi®er

Using logarithmic discriminant functions makes things easier

In(p(xjhi) P(hy)) (1)
In p(xjh;) + InP(hy)

1 [ 1 ...
E(X DTS Hx 0) éln(Zp) §|n15i1+|np(hi)

gi(%)

Note: Decision surfaces are quadrics
gj:g(x gi(x=0

Different cases can be studied (equal/non-equal covariances,
diagonal/non-diagonal covariances)
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Choosing Hypotheses |

P(Djh) P(h)
P(D)
In general, we want the most probable hypothesis given

the training data
Maximum a posteriori hypothesis hyap:

P(hjD) =

huap = agmaxP(hiD)

P(Djh)P(h)
NGO
arg %%XP( Djh)P(h)

DanicaKragic,2004

Decision regions for a minimum-distance classi®er:
linear discriminant functions
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Choosing Hypotheses Ii

If assume
P(hi) = P(hj)

we can further simplify and
choose the Maximum likelihood (ML) hypothesis

hve = arg mzell_'xp( Djhi)

DanicaKragic,2004



An example: Does a patient have cancer or not?

A patient takes a lab test and the result comes back posi-
tive. The test returns a correct positive result in only 98%
of the cases in which the disease is actually present, and
a correct negative result in only 97% of the cases in which
the disease is not present. Furthermore, :008 of the entire
population have cancer.

Hypotheses h:
Priors P(h):
Likelihoods P(Djh):

disease, . disease
P(disease) = 0.008 P(. disease) = 0.992
P(+ j disease) =0.98 P(- j disease) = 0.02
P(+j: disease) =0.03 P(-j: disease) =0.97
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Basic Formulas for Probabilities

Product Rule: probability P(A”™ B) of a conjunction
of two events A and B:

P(A" B) = P(AB)P(B) = P(BjA)P(A)

Sum Rule: probability of a disjunction of two events

A and B:

P(A_B)= P(A)+ P(B) P(A" B)

mutually exclusive with &L, P(A) = 1, then

P(B) = & P(BjA)P(A)
i=1

DanicaKragic,2004

Cont.

Maximum posteriors agmaxP(hjD):

P(disj+) P(+j dis)P(dis)= 0.0078

P(: disj+) P(+]: dis)P(: dis)=0.0298

P(dis j +) = 0.0078/(0.0078+0.298)=0.21

P(: disj +) = 0.0298/(0.0078+0.298)=0.79

Bayes Theorem Example

P(Dj 1; 2:5)= OPKXM 1 25)
m

P(x1; %) 1, 2:8) =

.1 o (1) 1 o
Paps &P 5s7 kZT?,S p
o (X

. 1 i
P(x1;%a] 17 2;8) = 5——&Xp a5

2ps? i

h=1 1, 2;50; D= fxg::;Xmg

(%2
2s2
#
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2)?
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Gaussian Probability Function

P(Dj 1; 2:5)= OPXM 1 25)
m

Maximum likelihood hypothesis hy.

hw = arg ma_>s<P(Dj 1, 2;S)
1y 2y

Trick: Maximize log-likelihood
INP(Dj 1; 2,5)= & INP(XM 1; 2;s)
m

#
= 4 In(1=(2ps?))exp  J (X" j)%=2s?

Min(2ps?) 3 a (" )?=2s?
m i
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Maximum likelihood hypothesis

v = (0:2; 0:14); syL= 142
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Gaussian Probability Function

MInP(Dj i; 2%s)=T1:=0) ax" =0

1
ML = Mé X" = E[X']

m

TInP(Dj i; 2;8)=1s=0

swe=aa )=M=E g(" ) =2
m i i
Maximum likelihood hypothesis

hve=f mL;SmLO
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Brute Force MAP Hypothesis Learner

1. For each hypothesis h in H, calculate the posterior
probability

.. _ P(Djh)P(h)
P(ND) = 555
2. Output the hypothesis hyap with the highest poste-
rior probability

hvap = agmaxP(hjD)
h2H

DanicaKragic,2004



Relation to Concept Learning

Consider our usual concept learning task

instance space X, hypothesis space H, training ex-
amples D

consider the FINDS learning algorithm: Given D,
outputs most speci®c hypothesis h in the version
space V&y.p

What would Bayes rule produce as the MAP hypothe-
sis?

Does FindS output a MAP hypothesis??

DanicaKragic,2004

Evolution of Posterior Probabilities

Start with uniform priors (equal probabilities assigned to each
hypothesis)

Evidential inference

— Introduce data (evidence) D;: belief revision occurs
(Learning agent revises conditional probability of inconsis-
tent hypotheses to 0;

Posterior probabilities for remaining h2 VS,.p revised)

— Add more data (evidence) D,: further belief revision

DanicaKragic,2004

Relation to Concept Learning

Choose P(Djh)
P(Djh) = 1if h consistent with D
P(Djh) = 0 otherwise

Choose P(h) to be uniform distribution
P(h) = ﬁ forallhin H

Then,

8
< ysg Ifhisconsistentwith D
P(hiD) = '

0 otherwise

All hypotheses start with with same probability then the incon-
sistent hypotheses drop to zero while the rest share equally.

Every consistent hypothesis is a MAP hypothesis.

DanicaKragic,2004

Characterizing Learning Algorithms by Equivalent
MAP Learners

DanicaKragic,2004



Bayes Decision Rule

examples of class c;

examples of class ¢,

(m,s)

(m, s) 1

DanicaKragic,2004

Two category case

Discriminant functions: if g(x) > 0 then c; else ¢,
9(x) = P(cajx)  P(czjX)
= P(xjcy)P(c1)  P(xcz)P(co)
g(x) = InP(c1jx) InP(cyjx)
= InP(Xjc1)=P(xjcz) InP(cy)=P(cz)
Gaussian probability functions with identical S;

x 1% (x 2
2s2 2s2

g(x) = i +InP(cy)  InP(cp)

decision surface is a line/hyperplane

DanicaKragic,2004

Bayes Decision Rule

Assume that we have two Gaussian distributions as-
sociated to two separate classes c; and ¢,

. . 1 o
P(xjic) = P(X i;si) = @exp a (x )%=2s

Bayes decision rule (max posterior probability)

Decide c; if P(cqyx) > P(cyjX)
otherwise decide c;
if P(¢)) = P(c, use maximum likelihood P(xjc;)

else use maximum posterior P(cijx) = P(Xjc;)P(ci)

DanicaKragic,2004

Two category case

DanicaKragic,2004



Maximum Likelihood:
Learning A Real Valued Function

Under certain assumptions any learning algorithm that
minimizes the squared error between the output hy-
pothesis predictions and the training data will output a
maximum likelihood hypothesis.

DanicaKragic,2004

Maximum Likelihood:
Learning A Real Valued Function

Solution:

+ Maximum likelihood hypothesis hy_ is the one that mini-
mizes the sum of squared errors:

m
_ . O ) \\2
hu. = arg q;lgigl(y. h(x))

DanicaKragic,2004

Maximum Likelihood:
Learning A Real Valued Function

Problem de®nition:

* Target function: any real-valued function f
* Training examples hx;;yii, where y; is noisy training value

di=f(x)+e

where g is random variable (noise) drawn independently
for each x according to some Gaussian distribution with
mean=0

* Objective: approximate f as closely as possible

DanicaKragic,2004

Learning A Real Valued Function, Cont.

Derivation of Least Squares Solution:

argmaxP(Djh)
h2H

o
agmaxQ) P(y;jh)

h2H i=1

hve

Yi h(§)y2
(i

Jus | .
argmax( p——e 2
h2H =1 2psS?2

Problem: Computing Exponents, Comparing Real Val-
ues - Expensive!

Maximize natural log of this instead...

DanicaKragic,2004



Learning A Real Valued Function, Cont.

Maximize natural log of this instead...

A 1y h(x) ?
h = amgma Inp -
M rng Xf?l r12p52 2 s
o1y heg ?
= agmaxy = Yi h(x)
h2H =1 2 S

= agmaxg (v h(x))?
h2H =1

m
= amgmingd (vi h(x))?
h2H j=1

DanicaKragic,2004

Most Probable Classi®cation of New Instances

MAP and MLE: Limitations

- Problem so far: ®nd the most likely hypothesis given the data
- Sometimes we just want the best classi®cation of a new
instance x given D

A Solution Method
- Find best (MAP) h use it to classify
- This may not be optimal, though!

Re®ned Objective

- Want to determine the most probable classi®cation

- Need to combine the prediction of all hypotheses

- Predictions must be weighted by their conditional probabilities

Result: Bayes Optimal Classi®er (to come ....... )

DanicaKragic,2004

Terminology

Bayes Theorem

- Prior probability of an event

- Joint probability of an event

- Conditional (posterior) probability of an event

Maximum A Posteriori (MAP) and Maximum Likelihood (ML)
Hypotheses

- MAP hypotheses: Highest conditional probability given obser-
vations (data)

- ML: highest likelihood of generating the observed data

- ML Estimation (MLE): estimating parameters to ®d ML hy-
pothesis

Bayesian Inference: Computing Conditional Probabilities in a
Model

Bayesian Learning: Searching Model (Hypothesis) Space using
Conditional Probabilities

DanicaKragic,2004

Minimum Description Length Principle

Occam's razor: prefer the shortest hypothesis

MDL.: prefer the hypothesis h that minimizes

hvpL = agminLc, (h) + Lc,(Djh)
h2H

where L¢(X) is the description length of x under encoding C

Example: H = decision trees, D = training data labels

Lc,(h) is # bits to describe tree h
Lc,(Djh) is # bits to describe D given h

* Note Lc,(Djh) = 0 if examples classi®ed perfectly byh. Only
exceptions have to be described.

Hence hyp. trades off tree size for training errors
DanicaKragic,2004



Minimum Description Length Principle

huap = agmaxP(Djh)P(h)

amg rrr]12{i\4xlog2 P(Djh) + log, P(h)
arg ng log, P(Djh) log,P(h) @

Interesting fact from information theory:

The optimal (shortest expected coding length) code for an
event with probability pis log, p bits.

So interpret (1):

log, P(h) is length of h under optimal code

log, P(Djh) is length of D given h under optimal code
I prefer the hypothesis that minimizes

lengh(h) + lengh(misclassifications)

DanicaKragic,2004

Most Probable Classi®cation of New Instances

So far we've sought the most probable hypothesis given
the data D (i.e., hMAp)

Given new instance x, what is its most probable classi-
cation ?

huap(X) is not the most probable classi®cation!

Consider:
Three possible hypotheses:
P(hyjD) = :4, P(hyjD) = :3; P(h3jD) = :3
Given new instance X,
hi(¥) = +, ha(X) = ; hs(x) =
What's most probable classi®cation ofx?

DanicaKragic,2004

Minimum Description Length Principle

Choose hyp. where

hvoL = agminle, (h) + Le,(Djh)

If we choose C; to be optimal encoding of hypothesis
Cy and we choose C; to be the optimal encoding Cpyp,
then hMDL = hMAp.

DanicaKragic,2004

Bayes Optimal Classi®er

We want to determine the most probable classi®-
cation based on the combined prediction of all hy-
potheses, weighted by their posterior probabilities

Let V be a set of all possible classi®cations

P(vjiD) = & P(vjih;D)P(hjD) = & P(vjjh)P(hijD)
h2H h2H

Bayes Optimal Classi®cation
v= argmaxP(vjD) = agmax g P(vjjh)P(hjD)
Vi

ViV hi2H

DanicaKragic,2004



Bayes Optimal Classi®er

Bayesoptimal classi cation:

agmax & P(vjjh)P(hijD)
vi2V

1% h2H
Example:
P(hyjD) = :4; P( jhy) =0; P(+jh) =1
P(hpjD) = :3; P( jh2)=1; P(+jhp) =0
P(hgiD) = :3; P( jh3)=1; P(+jhg) =0
therefore
4 P(+jmP(hjD) = :4
h2H
& P( jh)P(hjD) = 6
hi2H
and

agmax & P(vjh)P(hjD)
VjZV h,Z H
DanicaKragic,2004

MAP vs. Bayes Method

The maximum posterior hypothesis estimates a point hyap in
the hypothesis space H

Bayes method instead estimates and uses complete distribution
P(hiD)

The difference appears when MAP or Bayes methods are used
for inference of unseen instances ( comparison of distributions
P(hiD))

MAP P(xiD) = hyap(X) with hy = agmaxP(hjD)
h2H

Bayes P(xiD) = & P(xjh)P(hijD)
hi2H

For reasonable prior distributions P(h) MAP and Bayes solutions
are equivalent in the asymptotic limit of in®nite training dataD.

DanicaKragic,2004

Gibbs Classi®er

Bayes optimal classi®er provides best result, but can be expensive
if many hypotheses.
Gibbs algorithm:

1. Choose one hypothesis at random, according to P(hjD)
2. Use this to classify new instance

Surprising fact: Assume target concepts are drawn at random from
H according to priors on H. Then:

Elerrorgiond ~ 2E[errorgayesqtimall
Suppose correct, uniform prior distribution over H, then

Pick any hypothesis from VS, with uniform probability

Its expected error no worse than twice Bayes optimal

DanicaKragic,2004

Naive Bayes Classi®er

Along with decision trees, neural networks, nearest nbr,
one of the most practical learning methods.

When to use
Moderate or large training set available

Assumption: attributes that describe instances are
conditionally independent given classi®cation (even
if violated works well)

Successful applications:
Diagnosis
Classifying text documents

DanicaKragic,2004



Naive Bayes Classi®er

Assume discrete target function f : X! C, where each instance x
described by attributes hay;a;:::a,i and f takes any value from ®nite
set C.

Most probable target value of f(x) is:

Cwap = amgmaxP(cjjay;ay:::an)
CjZC

argmaxp(al; ap::ianjcj)P(c)
c2C P(ag;a:::an)

argmaxP(ag; a1 anjcj)P(c;)
CjZC

Naive Bayes assumption:
P(as; a1 anjCj) = Q P(aic;)
which gives
Naive Bayesclassi er: cyg = argmaxP(c;) O P(aijc;j)
e | DanicaKragic, 2004
Naive Bayes: Example
Consider PlayTennis again, and new instance
hOulk = sun Tenmp = cool; Humid= high;Wind = strong
Want to compute:
CnB = arg;rgja@(c,—) (NI) P(ajc;j)

playtennis (9+,5-): P(yes) = 9/14, P(no) = 5/14
wind = strong (3+, 3-): P(strong j yes) = 3/9, P (strong j no)= 3/5

P(y)P(surjy)P(cooljy)P(highjy) P(strongy) = :005
P(n)P(surjn)P(coolin)P(highin)P(strongn) = :021

I cyg= no

DanicaKragic,2004

Naive Bayes Algorithm

Naive_Bayes_Learn(examples
For each target value c;
P(c;) estimate P(c;)
For each attribute value a; of each attribute a
P(ajc;) estimate P(ajc;)

Classify_New_Instance(x)

cng = argmaxP(c;) @) P(ajc;)
¢;2C a2x

DanicaKragic,2004

Naive Bayes: Independence Violation

1. Conditional independence assumption is often vio-
lated

P(ag;ap:: anjcj) = (N) P(aijci)

...but it works surprisingly well anyway.

Note! Don't need estimated posteriors Fg(cjjx) to
be correct; need only that

agmaxP(c;) O Paijc;) = agmaxP(c))P(ar:::; anc))
CjZC i CjZV

Naive Bayes posteriors often unrealistically
closetolorO

DanicaKragic,2004



Naive Bayes: Estimating Probabilities

1. What if none of the training instances with target value c; have
attribute value g;? Then

Iﬁ(ajcj) =0, and...

Fc)) O Raic)) = 0

Learning to Classify Text

Why?

Learn which news articles are of interest

Typical solution is Bayesian estimate for P‘Xaijcj) Learn to classify web pages by topic

Hajc) o P
: n+m Naive Bayes is among most effective algorithms
where What attributes shall we use to represent text docu-
nis number of training examples for which ¢ = c;, ments??

nc number of examples for which c= c; and a= &
p is prior estimate for P;Xaijcj)

mis weight given to prior (i.e. number of “virtual” examples)

DanicaKragic,2004 DanicaKragic,2004

Learning to Classify Text

Target concept Intereding?: Documehn! f+; g Leam naive Bayestext(Examples V)

1. Represent each document by vector of words 1. collect all words and other tokens that occur in Examples

one attribute per word position in document Vocahulary  all distinct words and other tokens in Examples
2. Learning: Use training examples to estimate 2. calculate the required P(c;) and P(wyjc;) probability terms
P(+) For each target value c; inV do
P . .
) . +docs  subset of Examplesfor which the target value is c;
P(d0q+ ) jdocsj
P(dog ) t P(CJ) JExampleg

* Tex; a single document created by concatenating all
members of docs

lengh(doo) +n total number of words in Text; (counting duplicate words
P(dogc))= O P(ai= wicj) multiple times)
=1 + for each word w in Vocahulary
where P(a = wjc;) is probability that word in position i is w, given ne  number of times word wj occurs in Text;

C .
J . net+ 1
P(Wkl Cj ) n+jVocahularyj

Naive Bayes conditional independence assumption

one more assumption: P(a = WCj) = P(am= Wijc;);8i;m
DanicaKragic,2004 DanicaKragic,2004



Classify_naive Bayestext(Doc)

postions  all word positions in Doc that contain tokens found
in Vocahulary

Return cyg, where

CNB:arggnaxP(cj) C~) P(aijc;)
Cj

i2 postions

DanicaKragic,2004

Bayesian Belief Networks

Interesting because:

Naive Bayes assumption of conditional indepen-
dence too restrictive

But it's intractable without some such assumptions
since we commonly lack data ...

Bayesian Belief networks describe conditional inde-
pendence among subsets of variables

I allows combining prior knowledge about
(in)dependencies among variables with observed
training data

(also called Bayes Nets)

DanicaKragic,2004

Twenty NewsGroups

Given 1000 training documents from each group
Learn to classify new documents according to which newsgroup it
came from

comp.graphics misc.forsale
comp.os.ms-windows.misc rec.autos
comp.sys.ibm.pc.hardware  rec.motorcycles
comp.sys.mac.hardware rec.sport.baseball

comp.windows.x rec.sport.hockey
alt.atheism sci.space
soc.religion.christian sci.crypt
talk.religion.misc sci.electronics
talk.politics.mideast sci.med

talk.politics.misc
talk.politics.guns

Naive Bayes: 89% classi®cation accuracy
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Joint Space

Consider Random variables Yi;:::Y, where each vari-
able Y; can take on the set of possible values V(Y;)

Joint space: de®ned as cross product V(Y;)
V(Y :::V(Yn)

Joint probability distribution: the probability distribu-
tion over the joint space

Bayesian belief network: describes the joint proba-
bility for a set of variables

DanicaKragic,2004



Conditional Independence

De nition: X is conditionally independent of Y given Z if the
probability distribution governing X is independent of the
value of Y given the value of Z; that is, if

(8%:Yji2) P(X = XjY = yj;Z= ) = P(X = XjZ = 2]
more compactly, we write
P(XjY;2) = P(Xj2)
Example: Thunder is conditionally independent of Rain given
Lightning

P(ThuncerjRair Lightning) = P(ThunderjLightning)

Naive Bayes uses cond. indep. to justify

P(X;Yj2)

P(XjY;Z2)P(Yj2)
P(XjZ)P(Y]2)

DanicaKragic,2004

Bayesian Belief Network

GROUP
s
s \ SB|s,B|SB| S, B
\ N Clo4 01|08 0.2
Clo6| 09| 02|08

Represents joint probability distribution over all variables

i=1
where Parents(Y;) denotes immediate predecessors of Y in
graph
so, joint distribution is fully de®ned by graph, plus the
P(yijParerts(Y))

DanicaKragic,2004

Bayesian Belief Network
GROUP

e

s \ SB|s-B|-sB|-S-B

\ \ Cl04) 010802
-C|0.6] 09 | 02| 0.8

Network represents a set of conditional independence assertions:

Each node is asserted to be conditionally independent of its
non-descendants, given its immediate predecessors.

Directed acyclic graph

DanicaKragic,2004

Inference in Bayesian Networks

How can one infer the (probabilities of) values of one or more net-
work variables, given observed values of others?

Bayes net contains all information needed for this inference

If only one variable with unknown value, easy to infer it

In general case, problem is NP hard
In practice, can succeed in many cases

Exact inference methods work well for some network structures

Monte Carlo methods “simulate” the network randomly to calcu-
late approximate solutions

DanicaKragic,2004



Learning of Bayesian Networks

Several variants of this learning task

Network structure might be known or unknown

Training examples might provide values of all net-
work variables, or just some

If structure known and observe all variables

Then it's easy as training a Naive Bayes classi®er

DanicaKragic,2004

Expectation Maximization (EM)

When to use:
Data is only partially observable

Unsupervised clustering (target value unobserv-
able)

Supervised learning (some instance attributes un-
observable)

Some uses:
Train Bayesian Belief Networks
Unsupervised clustering

Learning Hidden Markov Models

DanicaKragic,2004

Summary: Bayesian Belief Networks

Combine prior knowledge with observed data

Impact of prior knowledge (when correct!) is to
lower the sample complexity

Active research area

+ Extend from boolean to real-valued variables
+ Parameterized distributions instead of tables

+ Extend to ®rst-order instead of propositional sys-
tems

+ More effective inference methods
+

DanicaKragic,2004

Generating Data from Mixture of k Gaussians

p(x)

Each instance x generated by

1. Choosing one of the k Gaussians with uniform probability

2. Generating an instance at random according to that Gaussian
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EM

Given:

Instances from X generated by mixture of k Gaussian distribu-

tions

Unknown means h j;:::; «i of the k Gaussians (known and EM

equal variances)

Don't know which instance x; was generated by which Gaussian The EM algor_lthm_ searches for a ML hypothesis _by
Determine: repeatedly estimating the expected values of the hid-

' den variables z; given its current hypothesis h q;:::; i,
Maximum likelihood estimates of h 1;:::; «i

then recalculating the ML hypothesis using these ex-

pected values for the hidden variables.
Think of full description of each instance as y; = hx; z1; z.i, where

zj is 1 if x; generated by jth Gaussian
X; observable

zj unobservable

DanicaKragic,2004 DanicaKragic,2004

EM

EM Algorithm: Pick random initial h= h 1; »i, then iterate

E step: EM Algorithm

Calculate the expected value E[zj] of each hidden variable z;,

assuming the current hypothesis h= h ;; i holds. . o
9 P b2 Converges to local maximum likelihood h

Elz] = LU= ) and provides estimates of hidden variables z;
an=1P(X= %] = n) _ _ _
L In fact, local maximum in E[InP(Yjh)]
a2 e 200 W’ Y is complete (observable plus unobservable vari-
ables) data
M step:
Calculate a new maximum likelihood hypothesis h°= h 9; 9i, as- Expected value is taken over possible values of un-

suming the value taken on by each hidden variable z;j is its ex-
pected value E[z;] calculated above. Replace h= h; i by
h°=h?9 9.

observed variables in Y

) éin;lE[Zij]Xi
! éirglE[zij]
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General EM Problem

Given:

+ h are the parameters
Determine:
h that (locally) maximizes E[InP(Yjh)]

Many uses:
Train Bayesian belief networks
Unsupervised clustering (e.g., k means)
Hidden Markov Models

DanicaKragic,2004
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General EM Method

De®ne likelihood function Q(hyh) which calculates Y = X[ Z using
observed X and current parameters h to estimate Z

Q(hFh)  ElinP(Yjh)jh;X]

EM Algorithm:

Estimation (E) step: Calculate Q(hgh) using the current hypoth-
esis h and the observed data X to estimate the probability dis-
tribution over Y.

Q(hfh)  ElInP(Yjh)jh;X]

Maximization (M) step: Replace hypothesis h by the hypothesis
hPthat maximizes this Q function.

h  amgmaxQ(hjh)
ho
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